IT & ITES
COPA - Linux Operating System

Related Theory for Exercise 1.5.27 & 1.5.28

Managing files and directories

Objectives: At the end of this lesson you shall be able to
+ define manipulating files and directories

« define basic file commands

¢ explain other file commands

 define additional useful commands in linux OS.

Manipulating files or directories

Using Linux isn't different from any other computer
operating system. You create, delete, and move files on
your hard drive in order to organize your information and
manage how your system works or looks. This section
shows you how to do these tasks quickly and easily.

Although the graphical interface for Linux, the X Window
System, may offer drag and drop or multiple selections in
order to copy or delete files, many of the commands you'll
learn here form the base of these operations. It is worth
knowing how these programs work, even if you don't use
Linux in the console mode.

Working with files

In this chapter we learn how to recognise, create, remove,
copy and move files using commands like file, touch, rm,
cp, mv and rename, etc...

All files are case sensitive

Files on Linux (or any Unix) are case sensitive. This means
that FILE1 is different from

file1, and /etc/hosts is different from /etc/Hosts (the latter
one does not exist on a typical Linux computer).

The file command

The file command attempts to classify each filesystem
object (i.e., file, directory or link) that is provided to it as
an argument (i.e., input). Thus, it can usually provide
immediate information as to whether some specified
object is, for example, a GIF89a image file, a directory, a
GNU tar archive, ASCII English text, a symbolic link, an
HTML document, an empty file, bzip2 compressed data,
an ELF 32-bit LSB executable, etc.

File accomplishes this by probing each object with three
types of tests until one succeeds. The firstis a filesystem
test, which uses the stat system call to obtain information
from the object's inode (which contains information about
afile). A system call is a request in a Unix-like operating
system for a service performed by the kernel (i.e., the
core of the operating system).

The second test checks to see if there is a magic number,
which is a number embedded at or near the beginning of
many types of files that indicates the file format(i.e., the
type offile).

In the event that the first two tests fail to determine the
type of afile, language tests are employed to determine if
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it is plain text (i.e., composed entirely of human-readable
characters), and, if so, what type of plain text, such as
HTML (hypertext markup language) or source code (i.e.,
the original version of a program as written by a human).
In this situation, file also attempts to determine the natural
language (e.g., English, Turkish or Japanese) that is used
in the file.

A simplified version of file's syntax is
file [option(s)] object_name(s)

File has several options, but it is most commonly used
without any of them. For example, information about a file
named file1 that is located in the in the current directory
(i.e., the directory in which the user is currently working)
could be obtained by merely typing the following and
pressing the RETURN key:

file file1

Information about the types of all of the files in the
current directory can be obtained by using the star wildcard
to represent every object in that directory as
follows:

file *

Likewise, information about all of the files in another
directory can be obtained by using that directory as an
argument and following itimmediately by a forward slash
and the star wildcard. For example, the following
classifies all of the objects in the /boot directory:

file /boot/*

The square brackets wildcard can be used together with
the star wildcard to show the file types for only those
objects whose names begin with specified letters or with
a specified range of letters. For example, the following
would show only those objects in the current directory
whose names begin with letters a through g:

file [a-g]*

The -k option tells file to not stop at the first successful
test, but to keep going; this can result in the reporting of
additional information about some filesystem objects. The
-b (i.e., brief) option tells file to not prepend filenames to
output lines, which can be useful when compiling statistics
about file types. The -v option returns information about
the version of file that is installed.



Creating files and directories command
mkdir command

The mkdir command is is used to create new
directories.

Adirectory, referred to as a folder in some operating
systems, appears to the user as a container for other
directories and files. However, Unix-like operating
systemstreat directories as merely a special type of file
that contains a list of file names and their corresponding
inode numbers. Each inode number refers to an inode,
which is located in inode tables (which are kept at
strategic locations around the filesystem) and which
contains all information about a file (e.g., size,
permissions and date of creation) except its name and
the actual data that the file contains.

mkdir has the following example
$ mkdir example
$lis-l
total 4
drwxr-xr-x 2 raghu raghu 4096 2012-07-06 14:09 example

directory_name is the name of any directory that the user
is asking mkdir to create. Any number of directories can
be created simultaneously.

Thus, for example, the following command would create
three directories within the current directory (i.e., the
directory in which the user is currently working) with the
names dir_1, dir_2 and dir_3:

mkdirdir_1dir_2dir_3

If a directory name provided as an argument (i.e., input) to
mkdir is the same as that of an existing directory or file in
the same directory in which the user is asking mkdir to
create the new directory, mkdir will return a warning
message such as mkdir: cannot create directory “dir_1"
File exists and will not create a file with that name.
However, it will then continue to create directories for any
other names provided as arguments.

It is necessary for a user to have write permission (i.e.,
permission from the system to create or change a file or
directory) in the parent directory (i.e., the directory in which
the new directory is to be created) in order to be able to
create a new directory.

Directories created by mkdir automatically include two
hidden directories, one representing the directory just
created (and represented by a single dot) and the other
representing its parent directory (and represented by two
consecutive dots). This can be seen by using the Is (i.e.,
list) command with its -a option, which tells Is to show all
directories and files, (including hidden ones) in any directory
provided to it as an argument, or in the current directory if
there are no arguments, i.e.,

Is -a

mkdir's -m option is used to control the permissions of
new directories. New directories are by default created
with the read, write and execute (i.e., run as a program if

a program) permissions enabled for the owner (i.e., the
creator of the directory by default) and group and the read
and execute permissions enabled for other users. Thus,
for example, to create a directory named dir_4 for which
all three types of permissions were enabled for all users,
the sequence 777 would be employed after -m, for example:

mkdir-m 777 dir_4

The first digit represents the owner, the second represents
the group and the third represents other users. The number
7 represents all three types of permission (i.e., read, write
and execute), 6 stands for read and write only, 5 stands
for read and execute, 4 is read only, 3 is write and execute,
2 is write only, 1 is execute only and 0 is no permissions.

Thus, for example, to create a new directory named dir_5
for which the owner has read and write permissions, the
group has read permission and other users have no
permissions, the following would be used:

mkdir -m 640 dir_5

The -p (i.e., parents) option creates the specified
intermediate directories for a new directory if they do not
already exist. For example, it can be used to create the
following directory structure:

mkdir -p food/fruit/citrus/oranges

Itis very easy to confirm that this series of directories has
been created by using the du (i.e., disk usage) command
with the name of the first directory as an argument. In the
case of the above example this would be

du food

Other options include -v (i.e., verbose), which returns a
message for each created directory, --help, which returns
brief information about mkdir, and --version, which returns
the version number of the currently installed mkdir program

touch command

The touch command updates the access and modification
times of each FILE to the current system time.

If you specify a FILE that does not already exist, touch
creates an empty file with that name.

If the FILE argument is a dash ("-") is handled specially
and causes touch to change the times of the file associated
with standard output.

$ touch file1 file2 file3
$lis-l
total 4
drwxr-xr-x 2 raghu raghu 4096 2012-07-06 14:09 example
-rw-r--r-- 1 raghu raghu 0 2012-07-06 14:20 file1
-rw-r--r-- 1 raghu raghu 0 2012-07-06 14:20 file2
-rw-r--r-- 1 raghu raghu 0 2012-07-06 14:20 file3

A feature of touch is that, in contrast to some commands
such as cp (which is used to copy files and directories)
and mv (which is used to move or rename files and
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directories), it does not automatically overwrite (i.e., erase
the contents of) existing files with the same name. Rather,
it merely changes the last access times for such files to
the current time.

Several of touch's options are specifically designed to allow
the user to change the timestamps for files. For example,
the -a option changes only the access time, while the -m
option changes only the modification time. The use of both
of these options together changes both the access and
modification times to the current time, for example:

touch -am file3

The -r (i.e., reference) option followed directly by a space
and then by a file name tells touch to use that file's time
stamps instead of current time. For example, the following
would tell it to use the times of file4 for file5:

touch -r file4 file5

The -B option modifies the timestamps by going back the
specified number of seconds, and the -F option modifies
the time by going forward the specified number of seconds.
For example, the following command would make file7 30
seconds older than file6.

touch -r file6 -B 30 file7

The -d and -t options allow the user to add a specific last
access time. The former is followed by a string (i.e.,
sequence of characters) in the date, month, year,
minute:second format, and the latter uses a
[[CCIYY]MMDDhhmm[.ss] format. For example, to change
the last access time of file8 to 10:22 a.m. May 1, 2005, 1
May 2005 10:22 would be enclosed in single quotes and
used as follows, i.e.,:

touch -d "1 May 2005 10:22’ file8

Partial date-time strings can be used. For example, only
the date need be provided, as shown for file9 below (in
which case the time is automatically set to 0:00):

touch -d 14 May' file9

Just providing the time, as shown below, automatically
changes the date to the current date:

touch -d "14:24' file9

The most commonly used way to view the last modification
date for files is to use the Is command with its -l option.
For example, in the case of a file named file 10 this would
be

Is -l file10

The complete timestamps for any file or directory can be
viewed by using the stat command. For example, the
following would show the timestamps for a file named file11:

stat file11

The --help option displays a basic list of options, and the
--version option returns the version of the currently installed
touch program.

Copy, move and remove commands
Copy command

The cp command is used to copy files and directories.
The copies become independent of the originals (i.e., a
subsequent change in one will not affect the other).

cp's basic syntax is
$cp source destination

As a safety precaution, by default cp only copies files and
not directories. If a file with the same name as that assigned
to the copy of a file (or a directory with the same name as
that assigned to the copy of a directory) already exists, it
will be overwritten (i.e., its contents will be lost). However,
the owner, group and permissions for the copy become
the same as those of the file with the same name that it
replaced. The last access time of the source file and the
last modification time of the new file are set to the time
the copying was performed.

When a copy is made of a file or directory, the copy must
have a different name than the original if it is to be placed
in the same directory as the original. However, the copy
can have the same name if itis made in a different directory.
Thus, for example, a file in the current directory (i.e., the
directory in which the user is currently working) named
file1 could be copied with the same name into another
directory, such as into /home/john/, as follows:

cp file1 /homel/john/file1

Any number of files can be simultaneously copied into
another directory by listing their names followed by the
name of the directory. cp is an intelligent command and
knows to do this when only the final argument (i.e., piece
of input data) is a directory. The files copied into the
directory will all have the same names as the originals.
Thus, for example, the following would copy the files named
file2, file3 and file4 into a directory named dir1:

cp file2 file3 file4 dir1

The -r (i.e., recursive) option, which can also be written
with an upper case R, allows directories including all of
their contents to be copied. (Directories are not copied by
default in order to make it more difficult for users to
accidentally overwrite existing directories which have the
same name as that assigned to the copy being made and
which might contain critical directory structures or
important data.) Thus, for example, the following command
would make a copy of an existing directory called dir2,
inclusive of all it contents (i.e., files, subdirectories, their
subdirectories, etc.), called dir3:

cp -r dir2 dir3

The i (i.e., interactive) option prompts the user in the event
that any name assigned to a copy is already in use by
another file and that file would thus be overwritten. Entering
the letter y (either lower case or upper case) in response
to the prompt causes the command to continue; any other
answer prevents the command from overwriting the file.
Thus, for example, if it is desired to make a copy of a
directory called dir4 and call it dir5 and if a directory named
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dir4 already exists, the following would prompt the user
prior to replacing any files with identical names in the latter
directory:

cp -ri dir4 dir5

The -a option preserves as much of the structure and
attributes of the original directory and its contents as
possible in the new directory and is thus useful for creating
archives. It is similar to the -r option in that it copies
directories recursively; however, it also never follows
symbolic links. It is equivalent to the -rdp combination of
options.

All the files in a directory can be copied to another directory
by using the star wildcard. The star character represents
any single character or any combination of characters.
Thus, for example, the following would copy all of the files
in a directory named dir6 into another existing directory
called dir7:

cp dir6/* dir7

cp can also be used with the star wildcard or other pattern
matching characters to selectively copy files and
directories. For example, to copy all of the files in the
current directory that have the filename extension .html
into another existing directory called dir8, the following
would be used:

cp *.html dir8

In this case, the star wildcard represents anything whose
name ends with the .html extension.

Among the other options for cp are -b, which makes backup
copies of each destination file, -f (i.e., force), which removes
destination files that cannot be opened and tries again, -
s, which makes symbolic links instead of copying, -u (i.e.,
update), which copies only if the source file is newer than
the destination file or if the destination file is missing, -v
(i.e., verbose), which makes brief comments about what
is going on, and -x, which tells cp to stay on the same
filesystem.

Move command

The mv command is used to rename and move files and
directories. Its general syntax is:

$ mv source destination

The arguments are names of files and directories. If two
file names are provided as arguments, mv renames the
first as the second. If a list of arguments is provided and
the final argument in the sequence is the name of an
existing directory, mv moves all of the other items into
that directory. If the final argument is not an existing
directory and more than two arguments are provided, an
error message is returned.

If the destination file is located in the same directory as
the source file, then the source file can only be renamed.
If both are in different directories, then the source file is
moved to the directory named in the destination argument,
in which it can keep its original name or be assigned a
new name. If the target is a directory, then the source file

or directory is moved into that directory and retains its
original name.

Thus, for example, the following would rename a file called
file1 to file2, while keeping it in the current directory (i.e.,
the directory in which the user is currently working):

myv file1 file2

The following would move a file named file3, without
changing its name, from the current directory to an existing
subdirectory of the current directory named dir1:

mv file3 dir1/file3

mv can be used to move any number of files and directories
simultaneously. For example, the following command
moves all files and directories, including all the contents
of those directories, from the current directory to the
directory /home/alice/new/:

mv * /home/alice/new/

The asterisk is a wildcard character that represents any
string (i.e., sequence of characters). Thus, in the above
example it represents the name of every file and directory
in the current directory.

mv makes it as easy to move a file or directory up the
hierarchy of directories (i.e., closer to the root directory)
as down it. For example, the following would move a file
named file4, which is currently located in the sub-
subdirectory dir/dir/ of the user's home directory, to the
top level in the user's home directory:

mv dir/dir/file4 ~

The root directory is the directory that contains all other
directories on a Unix-like operating system and which is
at the top of the hierarchy of directories. A user's home
directory is the directory in which a user finds itself by
default after logging into the system and which can be
represented by the tilde (wavy horizontal linecharacter).

By default, mv does not provide any confirmation on the
display screen if its action is completed without problems.
This is consistent with the rule of silence tenet of the Unix
philosophy.

Thus it is wise for users new to Unix-like operating
systems to always use the -i option, which makes mv
interactive in the situation in which files and/or directories
with the same name already exist in the destination
directory. For example, the above command would be made
interactive as follows:

mv -i * /homel/alice/new/

Among mv's few other options are -b, which tells it to make
a backup copy of each file that would otherwise be
overwritten or removed, and -v, which tells it to beverbose
and display the name of each file before moving it. Detailed
information (including all options) about mv can be obtained
by using its --help option, and information about the current
version can be obtained by using its --version option.
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Remove or Delete
$ rmdir

'rmdir' command removes any empty directories, but
cannot delete a directory if a file is present in it. To use
'rmdir' command, you must first remove all the files present
the directory you wish to remove (and possibly directories
if any).

Remove files and directories

The rm (i.e., remove) command is used to delete files and
directories on Linux and other Unix-like operating systems.

The general syntax for rm is:
rm [options] [-r directories] filenames

The items in square brackets are optional. When used
just with the names of one or more files, rm deletes all
those files without requiring confirmation by the user. Thus,
in the following example, rm would immediately delete the
files named file1, file2 and file3, assuming that all three
are located in the current directory (i.e., the
directory in which the user is currently working):

rm file1 file2 file3

Error messages are returned if a file does not exist or if
the user does not have the appropriate permission to delete
it. Write-protected files prompt the user for a confirmation
(with a y for yes and an n for no) before removal. Files
located in write-protected directories can never be removed,
even if those files are not write-protected.

The -f (i.e., force) option tells rm to remove all specified
files, whether write-protected or not, without prompting the
user. It does not display an error message or return error
status if a specified file does not exist. However, if an
attempt is made to remove files in a write-protected
directory, this option will not suppress an error message.

The -i (i.e., interactive) option tells rm to prompt the user
for confirmation before removing each file and directory. If
both the -f and -i options are specified, the last one specified
takes affect.

As a safety measure, rm does not delete directories by
default. In order to delete directories, it is necessary to
use the -r option, which is the same as the -R option. This
option recursively removes directories and their contents
in the argument list; that is, the specified directories will
first be emptied of any subdirectories (including their
subdirectories and files, etc.) and files and then removed.
The user is normally prompted for removal of any write-
protected files in the directories unless the -f option is
used.

If a file encountered by rm is a symbolic link, the link is
removed, but the file or directory to which that link refers
will not be affected. A user does not need write permission
to delete a symbolic link, as long as the user has write
permission for the directory in which that link resides.

The rm command supports the -- (two consecutive dashes)
parameter as a delimiter that indicates the end of the
options. This is useful when the name of a file or directory

begins with a dash or hyphen. For example, the following
removes a directory named -dir1:

rm -r -- -dir1

Other options include -v (i.e., verbose), which provides
additional information about what is happening, --help,
which provides basic documentation about rm, and --
version, which tells the version of rm that is currently in
use. Some differences exist among the various versions
of rm, so it is always wise to read the documentation for
the particular system.

The rmdir command differs from rm in that it is only used
to remove empty directories

The rmdir command

The rmdir command is used to remove empty directories
in Linux

The syntax for rmdir is
rmdir [option] directory_names

When used without any options, rm will delete any empty
directories whose names are supplied as arguments (i.e.,
inputs) regardless of whether such directories have write
permission or not. Thus, for example, the following
command would remove two empty directories named dir1
and dir2 that are located in the current directory (i.e., the
directory in which the user is currently working):

rmdir dir1 dir2

The ability to remove only empty directories is a built-in
safeguard that helps prevent the accidental loss of data.
This is important because once deleted, it is extremely
difficult orimpossible to recover deleted data on Unix-like
operating systems1.

The -p (i.e., parents) option tells rmdir to remove the parent
directories of the specified directory if each successive
parent directory will, in turn, become empty and if each
parent directory has write permission. Thus, for example,
the following would remove dir5, dir4 and dir3 if dir5 were
empty, dird only contained dir5 and dir3 only contained
dir4 (which, in turn, contained dir5):

rmdir -p dir3/dir4/dir5

This provides a symmetry with the -p option of the mkdir
command, which is used to create directories. Thus, the
above set of nested directories could be easily created
with the following:

mkdir -p dir3/dir4/dir5

In contrast to the rm command, which is used to delete
both files and directories, there is no -r option for rmdir. at
least on the GNU version that is standard on Linux. That
option allows rm to recursively delete a directory by first
deleting all of its contents, beginning with those in the
lowest levels of subdirectories. Thus, if a user wants to
remove an entire directory structure, it is usually most
efficient to use rm with its -r option rather than trying to
first remove the contents of each directory, its
subdirectories, etc.
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Three options that rmdir shares with rm are -v (i.e., verbose),
which provides additional information about what is
happening, --help, which provides basicdocumentation
about rmdir, and --version, which tells the version of rmdir
thatis currently in use. Some differences exist among the
various versions of rmdir, so it is always wise to read the
documentation for the particular system.

Listing and combining files with the cat command

The cat (concatenate file) command is used to send the
contents of files to your screen. This

command may also be used to send files' contents into
other files. Hour 6 covers terms such as standard input,
standard output, and redirection, and this section shows
you some basic uses for this command.

Although cat may be useful for reading short files, it is
usually used to either combine, create, overwrite, or
append files. To use cat to look at a short file, you can
enter

$ cat test.txt

This text file was created by the cat command.
Cat could be the world's simplest text editor.

If you read this book, you'll learn how to use cat.
This is the last line of text in this file.

The cat command also has a number of options. If you'd
like to see your file with line

numbers, perhaps to note a specific phrase, you can use
the -n option:

$ cat -n test.txt

* This text file was created by the cat command.
* (Cat could be the world's simplest text editor.

* If you read this book, you'll learn how to use cat.

* This is the last line of text in this file.

and also use cat to look at several files at once, because
cat accepts wildcards, for example:

$ cat -n test*

* This text file was created by the cat command.
¢ Cat could be the world's simplest text editor.

* If you read this book, you'll learn how to use cat.
* This is the last line of text in this file.

* This is the first line of test2.ixt.

* This file was also created by cat.

* This is the last line of test2.txt.

As you can see, cat has also included a second file in its
output, and has numbered each line of the output, not
each file. Note that also see both files with

$ cat test.txt test2.txt

The output will be exactly the same as if had used a
wildcard. But looking at several files is only one way to
use cat. You can also use the cat command with the
redirection operator > to combine files. For example, if
you would like to combine test.txt and test2.txt into a
third file called test3.txt, you can use

$ cat test* > test3.txt
check the result with
#ls -l test*

In this case, user first decide whether you want the contents
of test.txt to go into test2.txt, or the contents of test2.txt
to gointo test.txt . Then, using cat with the >> redirection
operator, you might type

$ cat test.txt >> test2.txt

This appends the contents of test.txt to the end of the
test2.txt . To check the results, use cat again:

$ cat test2.txt
This is the first line of test2.txt.
This file was also created by cat.
This is the last line of test2.txt.
This text file was created by the cat command.
Cat could be the world's simplest text editor.
If you read this book, you'll learn how to use cat.
This is the last line of text in this file.
Note that if you had entered the command.
$ cat -n test.txt >> test2.txt
The test2.txt file would look like
$ cat test2.txt
This is the first line of test2.txt.
This file was also created by cat.

This is the last line of test2.txt.

* This text file was created by the cat command.
* Cat could be the world's simplest text editor.

* If you read this book, you'll learn how to use cat.
* This is the last line of text in this file.

Finally, here's a trick you can use if you want to create a
short text file without running a word processor or text
editor. Because the cat command can read the standard
input (more about this in Hour 6), you can make the cat
command create a file and fill it with your keystrokes.

Here's how:
$ cat > myfile.txt
Now, enter some text:

$ cat > myfile.txt
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This is the cat word processor.
This is the end of the file.

Then, when you're done typing, press Ctrl+D to close the
file. To see if this works, try

$ Is -l myfile.txt
-rw-rw-r-- 1 bball bball 61 Nov 12 18:26 myfile.txt
$ cat myfile.txt
This is the cat word processor.
This is the end of the file.

user should also know that the cat command will print out
the contents of any file, and not

just text files. Although cat may be useful to look at one or
several short files,

Other file commands
The clear Command

The clear command is used to remove all previous
commands and output from consoles and terminal
windows in Unix-like operating systems.

A console is an all-text mode user interface that
occupies the entire screen of the display device and which
does not sit on top of a graphical user interface (GUI). A
terminal window is a text-only window in a GUI that
emulates a console and which can be opened by clicking
the appropriate icon (i.e., small image) or menu item.

Clear is one of the very few commands in Unix-like
operating systems that accepts neither options nor
arguments (i.e., input files). That is, it is only used as
follows:

Clear

After the clear command has been issued, all that
remains on the display screen is the command prompt in
the upper left hand corner. A command prompt, also
referred to as a prompt, is a short text message at the
start of a line that informs the user that the system is
ready for the next command, data element or other
input.

The descriptions are rather terse, and they can seem
somewhat cryptic to new users. However, users typically
find them to be increasingly useful as they become more
familiar with them and gain experience in the use of Unix-
like operating systems.

The man command itself is extremely easy to use. Its
basic syntax is

man [option(s)] keyword(s)

man is most commonly used without any options and
with only one keyword. The keyword is the exact name of
the command or other item for which information is desired.
For example, the following provides information about the
Is command (which is used to list the contents of any
specified directory):

man Is

As another example, the following displays the man page
about the man pages:

man man

man automatically sends its output through a pager,
usually the program less. A pager is a program that causes
the output of any program to be displayed one screenful
at a time, rather than having a large amount of text scroll
down the screen at high (and generally unreadable) speed.

less writes a colon at the bottom of the screen to indicate
the end of the on-screen page. The user can move to the
next page by pushing the space bar and can return to the
previous page by pressing the b key. Pressing the g exits
the man pages and returns the user to the shell program.

Each man page is a self-contained article that is divided
into a number of sections, the headers for which are labeled
with upper case letters. The sections for commands are
typically something like NAME, SYNOPSIS,
DESCRIPTION, OPTIONS, AUTHOR, BUGS,
COPYRIGHT, HISTORY and SEE ALSO, although there
may be some differences according to the particular
command. Some of these might be broken down into
subsections, particularly OPTIONS in the case of a
command that has numerous options.

Also, the man pages as a whole are organized into
sections, each containing pages about a specific category
of topics as shown below. The section to which an article
belongs is indicted in parenthesis in the top line, before
the NAME header.

1. executable programs or shell commands
system calls
library routines
special files (i.e., devices in the /dev directory)

file formats

macro packages

2.

3.

4,

5.

6. games
7.

8. system administration commands
9.

kernel routines

Some topic names will have multiple articles, depending
on context. For instance, there are two articles for mount,
one corresponding to its use as a command in system
management (i.e., to logically attach partition or other
devices to the main filesystem) and the other for use in
the C programming language. Generally, the most
commonly used topic is displayed by default, and there
are references to any other topics with the same name in
the SEE ALSO section at the bottom of the final on-screen
page.

The syntax to specify an article from a particular section
is:
man section_number keyword

Thus, for example, the following would display the article
about mount from Section 2 instead of from the default
Section 8:
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man 2 mount

The -w and -W options tell man to not actually display the
man pages, but to provide the location(s) of the file(s) that
would be formatted or displayed. If noarguments (i.e., input
files) are provided, a list of directories that is searched by
man for man pages is returned.

The -f option produces the same output as the whatis
command. whatis provides very brief descriptions of
commands from a database that is automatically created
from the first line of the NAME section of each relevant
man page.

The Whoami and who command

The whoami command writes the user name (i.e., login
name) of the owner of the current login session to standard
output. Standard output is, by default, the display screen,
unless redirected to a file, printer, etc.

whoami is particularly useful when using shells such as
ash and sh that do not show the name of the current user
in the command prompt (a short text message at the start
of the command line on an all-text display). It is also useful
for confirming the current owner of a session after using
the su (i.e., substitute user) command, which changes
the owner of the session without the original owner having
to first log out.

A shell is a program that provides the traditional, text-only
user interface forUnix-like operating systems. Its primary
function is to read commands that are typed into a console
(i.e., an all-text display mode) or terminal window(an all-
text window in a GUI) and then execute (i.e., run) them.

The formal syntax for whoami is:
whoami [option]

When used without any options or redirection, as it usually
is, i.e.,

Whoami

and followed by pressing the ENTER key, whoami displays
on the monitor screen the user name of the owner of the
current session.

There are only two options for whoami: --help and --version.
The former outputs the very brief description that is
contained in the man (i.e., built-in system manual) pages,
and the latter outputs the number of the version currently
installed on the system.

whoami produces the same result as the id command
(which by default provides more detailed information about
the current user than does whoami) when id is used with
its -u and -n options, i.e.,

id -un

The -u option tells id to provide only the identification for
the current owner of the session, and the -n option tells it
to present that identification as the user name instead of
as a number.

The who command differs from whoami in that it provides
a list of all users currently logged into the system as well

as additional information about each of those users
(including login times and terminal numbers). It also
differs in that, in the event of a change in ownership of a
login session through the use of the su command, it
reports the original owner of the session, whereas whoami
provides the user name of the effective (i.e., current) owner
of the session.

stat command
File Stat - Display Information About File

For example, to find out more information about
101hacks.txt file, execute the stat command as shown
below.

$ stat 101hacks.txt

File: “/home/sathiyamoorthy/101hacks.txt'

Size: 854 Blocks: 8 10 Block: 4096 regular file
Device: 801h/2049d Inode: 1058122 Links: 1

Access: (0600/-rw------- ) Uid: ( 1000/ sathiya)
Gid: ( 1000/ sathiya)

Access: 2009-06-28 19:29:57.000000000 +0530
Modify: 2009-06-28 19:29:57.000000000 +0530
Change: 2009-06-28 19:29:57.000000000 +0530

Details of Linux stat command output

* File: ‘/home/sathiyamoorthy/101hacks.txt' - Absolute
path name of the file.

¢ Size: 854 - File size in bytes.
¢ Blocks: 8 - Total number of blocks used by this file.
¢ 10 Block: 4096 - IO block size for this file.

¢ Regular file - Indicates the file type. This indicates
that this is a regular file. Following are available file
types.

— regular file. ( ex: all normal files ).

— directory. ( ex: directories ).

— socket. ( ex: sockets ).

— symbolic link. ( ex: symbolic links. )

— block special file ( ex: hard disk ).

— character special file. ( ex: terminal device file).

* Device: 801h/2049d - Device number in hex and device
number in decimal

* Inode: 1058122 - Inode number is a unique number for
each file which is used for the internal maintenance by
the file system.

* Links: 1 - Number of links to the file

* Access: (0600/-rw---): Access specifier displayed in
both octal and character format. Let us see explanation
about both the format.
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* Uid: ( 1000/ sathiya) - File owner's user id and user
name are displayed.

* Gid: (1000/ sathiya) - File owner's group id and group
name are displayed.

* Access: 2009-06-28 19:29:57.000000000 +0530 - Last
access time of the file.

* Modify: 2009-06-28 19:29:57.000000000 +0530 - Last
modification time of the file.

* Change: 2009-06-28 19:29:57.000000000 +0530 - Last
change time of the inode data of that file.

Dir Stat - Display Information About Directory You can
use the same command to display the information about
a directory as shown below.

$ stat /home/ramesh
File: '/home/ramesh’
Size: 4096 Blocks: 8 10 Block: 4096 directory
Device: 803h/2051d Inode: 5521409 Links: 7

Access: (0755/drwxr-xr-x) Uid: (401/ramesh)
Gid: (401/ramesh)

Access: 2009-01-01 12:17:42.000000000 -0800
Modify: 2009-01-01 12:07:33.000000000 -0800
Change: 2009-01-09 12:07:33.000000000 -0800
head command

The head command reads the first few lines of any text
given to it as an input and writes them to standard output
(which, by default, is the display screen).

head's basic syntax is:
head [options] [file(s)]

The square brackets indicate that the enclosed items are
optional. By default, head returns the first ten lines of each
file name that is provided to it.

For example, the following will display the first ten lines of
the file namedaardvark in the current directory (i.e., the
directory in which the user is currently working):

head aardvark

If more than one input file is provided, head will return the
first ten lines from each file, precede each set of lines by
the name of the file and separate each set of lines by one
vertical space. The following is an example of using head
with two input files:

head aardvark armadillo

If it is desired to obtain some number of lines other than
the default ten, the -noption can be used followed by an
integer indicating the number of lines desired. For example,
the above example could be modified to display the first
15 lines from each file:

head -n15 aardvark armadillo

-n is a very tolerant option. For example, it is not necessary
for the integer to directly follow it without a space in

between. Thus, the following command would produce the
same result:

head -n 15 aardvark armadillo

In fact, the letter n does not even need to be used at all.
Just the hyphen and the integer (with no intervening space)
are sufficient to tell head how many lines to
return. Thus, the following would produce the same
result as the above commands:

head -15 aardvark armadillo

head can also return any desired number of bytes (i.e., a
sequence of eight bitsand usually long enough to represent
a single character) from the start of each file rather than a
desired number of lines. This is accomplished using the -
coption followed by the number of bytes desired. For
example, the following would display the first five bytes of
each of the two files provided:

head -c 5 aardvark anteater

When head counts by bytes, it also includes the newline
character, which is anon-printing (i.e, invisible) character
that is designated by a backslash and the letter n (i.e.,
\n). Thus, for example, if there are three new, blank lines
at the start of a file, they will be counted as three
characters, along with the printing characters (i.e.,
characters that are visible on the monitor screen or on
paper).

The number of bytes or lines can be followed by a
multiplier suffix. That is, adding the letter b directly after
the number of bytes multiplies it by 512, kmultiplies it by
1024 and m multiplies it by 1048576. Thus, the following
command would display the first five kilobytes of the file
aardvark:

head -c5k aardvark

The -c option is less tolerant than the -n option. That is,
there is no default number of bytes, and thus some integer
must be supplied. Also, the letter ccannot be omitted as
can the letter n, because in such case head would interpret
the hyphen and integer combination as the -n option. Thus,
for example, the following would produce an error message
something like head: aardvark: invalid number of bytes:

head -c aardvark

If head is used without any options or arguments (i.e., file
names), it will await input from the keyboard and will
successively repeat (i.e., each line will appear twice) on
the monitor screen each of the first ten lines typed on the
keyboard. If it were desired to repeat some number of
lines other than the default ten, then the -n option would
be used followed by the integer representing that
number of lines (although, again, it is not necessary to
include the letter n), e.g.,

head -n3

As is the case with other command line (i.e., all-text mode)
programs in Linuxand other Unix-like operating systems,
the output from head can redirectedfrom the display monitor
to a file or printer using the output redirection operator
(which is represented by a rightward-pointing angular
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bracket). For example, the following would copy the first
12 lines of the file Yuriko to the fileDecember:

head -n 12 Yuriko > December

If the file named December did not yet exist, the redirection
operator would create it; if it already existed, the redirection
operator would overwrite it. To avoid erasing data on an
existing file, the append operator (which is represented by
two consecutive rightward pointing angle brackets) could
be used to add the output from head to the end of a file
with that name if it already existed (or otherwise create a
new file with that name), i.e.,

head -n 12 Yuriko >> December

The output from other commands can be sent via a pipe
(represented by thevertical bar character) to head to use
as its input. For example, the following sends the output
from the Is command (which by default lists the names of
the files and directories in the current directory) to head,
which, in turn, displays the first ten lines of the output that
it receives from Is:

Is | head

This output could easily be redirected, for example to the
end of a file namedfile1 as follows:

Is | head >> file1

It could also be piped to one or more filters for additional
processing. For example, the sort filter could be used with
its -r option to sort the output in reverse alphabetic order
prior to appending file1:

Is | head | sort -r >> file1

The -q (i.e., quiet) option causes head to not show the file
name before each set of lines in its output and to eliminate
the vertical space between each set of lines when there
are multiple input sources. Its opposite, the -v (i.e., verbose)
option, causes head to provide the file name even if there
is just a single input file.

The tail command is similar to the head command except
that it reads the final lines in files rather than the first
lines.

As is the case with other commands on Unix-like operating
systems, additional information can be obtained about head
and tail by using the man and infocommands to reference
the built-in documentation, for example

man head
or
info tail
tail command

The tail command reads the final few lines of any text
given to it as an input and writes them to standard output
(which, by default, is the monitor screen).

The basic syntax for tail is:
tail [options] [filenames]

$ tail -n 4 /etc/passwd

The square brackets indicate that the enclosed items are
optional. By default, tail returns the final ten lines of each
file name that is provided to it.

For example, the following command will print (traditional
Unix terminology for write) the last ten lines of the file
named aardvark in the current directory (i.e., the director
in which the user is currently working) to the display
screen:

tail aardvark

If more than one input file is provided, tail will print the last
ten lines from each file to the monitor screen. Each set of
lines will be preceded by the name of the file and separated
by one vertical space from other sets of lines. The following
is an example of using tail with multiple input files:

tail file1 file2 file3

If itis desired to print some number of lines other than the
default ten, the -n option can be used followed by an integer
indicating the number of lines desired. For example, to
print the final 15 lines from each file in the above example,
the command would be modified as follows:

tail -n15 file1 file2 file3

-n is a very tolerant option. For example, it is not necessary
for the integer to directly follow it without a space in
between. Thus, the following command would produce the
same result:

tail -n 15 file1 file2 file3

In fact, the letter n does not even need to be used at all.
Just the hyphen and the integer (with no intervening space)
are sufficient to tell tail how many lines to print. Thus, the
following would produce the same result as the above
commands:

tail -15 file1 file2 file3

tail can also print any desired number of bytes (i.e., a
sequence of eight bits and usually long enough to represent
a single character) from the end of each file rather than a
desired number of lines. This is accomplished using the -
¢ option followed by the number of bytes desired. For
example, to view the final five bytes of each of the two files
aardvark and anteater, the following command would be
used:

tail -c 5 file1 file2

When tail counts by bytes, it also includes the newline
character, which is a non-printing (i.e, invisible) character
that is designated by a backward slash and the letter n
(i.e., \n). Thus, for example, if there are three new, blank
lines at the end of a file, they will be counted as three
characters, along with the printing characters (i.e.,
characters that are visible on the monitor screen or paper).

The number of bytes or lines can be followed by a multiplier
suffix. That is, adding the letter b directly after the number
of bytes multiplies it by 512, k multiplies it by 1024 and m
multiplies it by 1048576. Thus, the following command
would print the last five kilobytes of the file aardvark:

tail -c5k file1
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The -c option is less tolerant than the -n option. That is,
there is no default number of bytes, and thus some integer
must be supplied. Also, the letter c cannot be omitted as
can the letter n, because in such case tail would interpret
the hyphen and integer combination as the -n option. Thus,
for example, the following would produce an error message
something like tail: aardvark: invalid number of bytes:

tail -c file1

If tail is used without any options or arguments (i.e., inputs),
it will await input from the keyboard and will successively
repeat (i.e., each line will appear twice) on the monitor
screen each of the final ten lines typed on the keyboard. If
it were desired to repeat some number of lines other than
the default ten, then the -n option would be used followed
by the integer representing that number of lines (although,
again, it is not necessary to include the letter n), e.g.,

tail -n3

As is the case with other command line (i.e., all-text mode)
programs in Unix-like operating systems, the output of
tail can be redirected from the monitor to a file or printer
using the redirection operator (which is represented by a
rightward pointing angular bracket). For example, the
following would write the final 12 lines of the file Yuriko to
the file December:

tail -n 12 Yuriko > December

If the file named December did not yet exist, the redirection
operator would create it; if it already existed, the redirection
operator would overwrite it. To avoid erasing data on an
existing file, the append operator (which is represented by
two rightward pointing angular brackets) could be used to
add the output from tail to the end of a file with that name
if it already existed (or otherwise create a new file with
that name), i.e.,

tail -n 12 Yuriko >> December

The output from other commands can be piped (i.e., sent)
to tail to use as its input. For example, the following sends
the output from the Is command (which by default lists the
names of the files and directories in the current directory)
to tail, which, in turn, prints the final ten lines of the output
that it receives from Is to the monitor screen:

Is | tail

This output could easily be redirected, for example to a
file named last_filenames as follows:

Is | tail >> last_filenames

It could also be piped to one or more filters for additional
processing. For example, the sort filter could be used with
its -r option to sort the output in reversealphabetic order
prior to writing to a file:

Is | tail | sort -r >> last_filenames

The -q (i.e., quiet) option causes tail to not print the file
name before each set of lines and to eliminate the vertical
space between each set of lines when there are multiple
input sources. The -v (i.e., verbose) option causes tail to
print the file name even if there is just a single input file.

Tail could be viewed as a counterpart of the head command,
which always starts reading from the beginning of files
and which can continue until any specified distance from
the beginning. However, there are a few differences. Perhaps
the most useful of these is that tail is somewhat more
flexible in that, in addition to being able to start reading
any specified distance from the end of a file, it can also
start at any specified distance from the beginning of a file.

Tail can be instructed to begin printing from some number
of lines or bytes from the start of a file by preceding the
number with a plus sign instead of a minus sign. For
example, the following would print each of the designated
files to the display monitor beginning with the seventh line
and until the end:

tail +7 file1 file2 file3

The ¢ option could be used to tell tail to print each of the
designated files beginning with the seventh byte instead
of the seventh line:

tail +7c file1 file2 file3

A particularly common application for tail is examining the
most recent entries in log files. This is because the newest
entries are appended to the ends of such files, which tail
excels in showing. As log files can be a rather long, this
can eliminate a lot of scrolling that would be necessary if
some other command were used to read them. For
example, the most recent entries to the log /var/log/
messages can easily be viewed by using the
following:

tail /lvar/log/messages
wc command

The wc (i.e., word count) command by default counts the
number of lines, words and characters in text.

wc defines a word as a set of contiguous letters, numbers
and/or symbols which are separated from other characters
by one or more spaces, tabs and/or newline characters
(which are generated when the RETURN key is pressed).
When counting the number of characters, all characters
are counted, not only letters, numbers and symbols, but
also spaces, tabs and newline characters. A line is only
counted if it ends with a newline character.

wc's syntax is
wc [options] [file_name(s)]

The items in square brackets are optional. If no file names
are provided, wc reads from its standard input, which by
default is text entered at the keyboard.

This can be seen by typing.
wc

at the command line (i.e., in the all-text mode), pressing
the ENTER key to move to a new line and then typing
some text on one or more lines. The command isexecuted
(i.e., run) by pressing the ENTER key again and then
pressing the CONTROL and d keys simultaneously. This
causes wc to write in a new line (under the lines of text)
its count of the numbers of lines, words and characters in
the text.
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The following command counts the number of lines, words
and characters in a file named file1 that resides in the
current directory (i.e., the directory in which the user is
currently working) and likewise writes them, followed by
the name of the file, to standard output, which is by default
the display monitor:

wc file1

wc can provide its output for multiple files by listing the
name of each separated by a space. For example,

wc file1 file2 file3

The numbers of lines, words and characters for each file
along with its name will be displayed on a separate line
and in the order that the files are listed as arguments(i.e.,
input files). In the case of multiple arguments such as
this, wc also provides an additional line that shows the
total number of lines, words and characters for all the files.

Likewise, wc can provide a count for all of the text files
within a directory. This is accomplished by using the star
wildcard character, which represents everythingand is
designated by an asterisk ( * ). For example, the following
will display the number of lines, words and
characters for each file in the current directory (which is
represented by a dot) as well as totals for all files in the
directory:

we . *

wc has only a few options, the most commonly used of
which restrict the information it provides. The -l option tells
wc to count only the number of lines, the -woption tells it
to count only the number of words, the -m option tells it to
count only the number of characters and the -c option
tells we to count only the number ofbytes. Thus, for
example, the following displays just the number of words
in a file named file4:

wc -w file4

The following displays the number of characters in the
same file:

wc -m file4

As is generally the case with commands in Unix-like
operating systems, any combination of options can be
used together. For example, the following would count both
the numbers of lines and words in a file named file5:

wc -lw file5

Redirection can be used with wc to create more complex
commands. For example, the output from the above
command can be redirected using the standard output
redirection operator (which is designated by a rightward
pointing angle bracket) from the display screen to a file
named file6 with the following:

wc -lw file5 > file6

If file6 already exists, its contents will be overwritten; if it
does not exist, it will be created. The contents of file6 can
be easily confirmed with a text editor or with a command
such as cat, which is commonly used to read text files,
ie.,

cat file6
grep command

grep is used to search text for patterns specified by the
user. Itis one of the most useful and powerful commands
on Linux and other Unix-like operating systems.

grep's basic syntax is:
grep [option(s)] pattern [file(s)]

The items in square brackets are optional. When used
with no options and no arguments (i.e., input files), grep
searches standard input (which by default is text typed in
at the keyboard) for the specified pattern and returns each
line that contains a match to standard output (which by
default is the display screen).

A line of text is defined in this context not as what
appears as a line of text on the display screen but rather
as all text between two newline characters. Newline
characters are invisible characters that are represented in
Unix-like operating systems by a backslash followed by
the letter n and which are created when a user presses
the ENTER key when using a text editor (such as gedit).
Thus, a line of text returned by grep can be as short as a
single character or occupy many lines on the display
screen.

grep can search any number of files simultaneously. Thus,
for example, the following would search the three files file1,
file2 and file3 for any line that contains thestring (i.e.,
sequence of characters) Lin:

grep Lin file1 file2 file3

Each result is displayed beginning on a separate line, and
it is preceded by the name of the file in which it was found
in the case of multiple files. The inclusion of the file names
in the output data can be suppressed by using the -h
option.

grep is not limited to searching for just single strings. It
can also search for sequences of strings, including
phrases. This is accomplished by enclosing the sequence
of strings that forms the pattern in quotation marks (either
single or double). Thus, the above example could be
modified to search for the phrase Linux is:

grep 'Linux is’ file1 file2 file3

Text searches with grep can be considerably broadened
by combining them with wildcards and/or performing
recursive searches. A wildcard is a character that can
represent some specific class of characters or sequence
of characters. The following is a modification of the above
example that uses the star wildcard (i.e., an asterisk),
which represents any character or sequence of characters,
to search all text files in the current directory (i.e., the
directory in which the user is currently working):

grep 'Linux is"'*

grep's search area can be broadened even further by using
its -r option to search recursively through an entire directory
tree (i.e., a directory and all levels of subdirectories within
it) rather than just the files within a specified directory. For
example, the following would search all files in the current
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directory and in all of its subdirectories (including their
subdirectories, etc.) for every line containing the full name
of the creator of Linux:

grep -r 'Linus Torvalds' *

One of the most commonly employed of grep's many
options is -i, which instructs it to ignore case, that is, to
ignore whether letters in the pattern and text searched are
lower case (i.e., small letters) or upper case (i.e., capital
letters). Thus, for instance, the previous example could
very easily be converted to a case-insensitive search as
follows:

grep -ir 'Linus Torvalds' *
This would produce the same results as
grep -ir 'linUS torvAlds' *

Another frequently used option is -c, which causes grep
to only report the number of times that the pattern has
been matched for each file and to not display the actual
lines. Thus, for instance, the following would show the
total number of times that the string inu appears in a file
named file4:

grep -c inu file4

Another useful option is -n, which causes grep to precede
each line of output with the number of the line in the text
file from which it was obtained. The -v option inverts the
match; that is, it matches only those lines that do not
contain the given pattern.

The -w option tells grep to select only those lines that
contain an entire word or phrase that matches the
specified pattern. The -x option tells grep to select only
those lines that match exactly the specified pattern.

The -l option tells grep to not return the lines containing
matches but to only return only the names of the files that
contain matches. The -L option is the opposite of the -I
option (and analogous to the -v option) in that it will cause
grep to return only the names of files that do not contain
the specified pattern.

grep does not search the names of files for a specified
pattern, only the text contained within files. However,
sometimes it is useful to search the names of files, as
well as of directories and links, rather than the contents of
files. Fortunately, this can easily be accomplished by first
using the Is command to list the contents of a directory
and then using a pipe (which is represented by the vertical
bar character) to transfer its output to grep for searching.
For example, the following would provide a list of all files,
directories and links in the current directory that contain
the string linu in their names:

Is | grep linu

The following example uses Is with its -I (i.e., long) option
(which is unrelated to grep's -l option) to find all filesystem
objects in the current directory whose permissions have
been set so that any user can read, write and execute
them:

Is -l | grep rwxrwxrwx

grep is very useful for obtain information from log and
configuration files. For example, it can be used to obtain
information about the USB (universal serial bus) devices
on a system by filtering the output from the dmesg
command (which provides the messages from the kernel
as a system is booting up) as follows:

dmesg | grep -i usb

Among grep's other options are --help, which provides a
very compact summary of some of its many capabilities,
and -V, or --version, which provides information about the
currently installed version.

grep's search functionality can be even further refined
through the use of regular expressions. These are a pattern
matching system that uses strings constructed according
to pre-defined syntax rules to find desired patterns in text.
Additional information about grep, including its use with
regular expressions, can be obtained from its built-in
manual page by using the man command, i.e.,

man grep

The name grep comes from a command in ed, which was
the original text editor on the UNIX operating system. The
command takes the form g/re/p, which means to search
globally for matches to the regular expression (i.e., re),
and print (which is UNIX terminology for write on the display
screen) lines that are found.

In command

In command is used to create links. Links are a kind of
shortcuts to other files. The general form of command is:

$ In TARGET LINK_NAME

There are two types of links, soft links and hard links. By
default, hard links are created. If you want to create soft
link, use -s option. In this example, both types of links are
created for the file usrlisting.

$ In usrlisting hard_link

$ In -s usrlisting soft_link

$ls -l

total 12
-rw-r--r-- 1 raghu raghu 0 2012-07-06 14:20 file1
-rw-r--r-- 1 raghu raghu 0 2012-07-06 14:20 file3
-rw-r--r-- 2 raghu raghu 491 2012-07-06 14:23 hard_link

Irwxrwxrwx 1 raghu raghu 10 2012-07-09 14:00 soft_link -
> usrlisting

-rw-r--r-- 1 raghu raghu 491 2012-07-06 16:02 usrcopy
-rw-r--r-- 2 raghu raghu 491 2012-07-06 14:23 usrlisting
Some additional useful commands

alias command

‘alias' is another name for a command. If no argument is
given, it shows current aliases. Aliases can be used for
short names of commands. For example, you might use
clear command frequently. You can create an alias for it:
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$ alias c="clear"

Next time enter ¢ on command line, your screen will be
clear. Current aliases can be checked with 'alias’
command:

$ alias

alias alert="notify-send --urgency=low -i "$([ $? = 0] &&
echo terminal || echo error)" "$(history|tail -n1|sed -e '\"s/
Ms*[0-91\\s*//;s/[;&|\s*alert$//\")"

alias c='clear’
alias egrep='egrep --color=auto’
alias fgrep="fgrep --color=auto’
alias grep="grep --color=auto’
alias I="Is -CF'
alias la='ls -A'
alias lI="Is -alF'
alias Is='ls --color=auto’

w command

The w command shows who is logged in to the system
and what they are doing.

Alogin, logging in or logging on is the entering of identifier
information into a system by a user in order to access
that system (e.g., a computer or a website). It generally
requires the user to enter two pieces of information, first a
user name and then a password.

The basic syntax of w is:
w [options] [username1, username2, . . .]

The square brackets indicated that the enclosed items
are optional. When used without any options, w sends to
standard output (which is by default the display screen) a
header line followed by a table that contains a line of data
for each user currently logged in.

The header shows six items: the current time, how long
the system has been running (in minutes) since it was
booted up (i.e., started up), how many users are currently
logged on, and the system load averages, i.e., the average
number of processes active, during the last one, five and
15 minutes. A process is an executing(i.e., running)
instance of a program.

The main part of w's output consists of a table showing
eight items of information for each user currently logged
into the system. The eight columns are labeled USER,
TTY, FROM, LOGIN@, IDLE, JCPU, PCPU and WHAT.

USER is the login name of the user. TTY (which now
stands for terminal type but originally stood for teletype)
is the name of the console or terminal (i.e., combination
of monitor and keyboard) that the user logged into, which
can also be found by using the tty command. Every time
a user logs in across the network, a new tty is assigned
to that user.

The consoles can be real or virtual. A feature of Linux
systems is the use of virtual consoles, which act as

independent logical consoles that run in separate login
sessions, but which are accessed from the same physical
console (i.e., the same keyboard and screen). That is,
each virtual console can have a different, or the same,
user logged into it. On a Red Hat system, seven virtual
consoles are configured and active by default.

FROM is the remote host (i.e., the name of some other
computer), if any, that the user logged into. LOGIN@ is
the time at which the user logged in. IDLE is the number
of hours and minutes since the user last typed anything
at the keyboard.

JCPU is the number of minutes accumulated by all
processes attached to the tty. It does not include past
background processes (i.e., low priority processes that
operate only in gaps between higher priority foreground
processes), but it does include currently running
background processes.

PCPU is the time consumed by the current process,
named in the WHAT column. WHAT lists the name of the
current process along with any options and arguments(i.e.,
input files) used with the command that launched it.

Among the more useful of w's few options is -h, which
tells it to omit the header header line from its output. The
-s option tells it to use the short format, which omits the
login time, JCPU and PCPU columns. The -l option creates
a long listing, which is the same as the default. The -V
option displays the version number of the currently installed
w program.

By default, w reports on all users. However, it can be made
to report on only a specified set of users by providing those
usernames in a comma-separated list.

w provides information similar to that which would be
provided by a combination of the uptime, who and ps -a
commands. uptime produces a single line of output that
is the same as w's header line. who shows who is currently
logged into the system. ps -a lists all processes with a tty
except session leaders (i.e., processes that created
sessions).

w can be useful, but there are some faults with the
information it provides, and thus its output should only be
considered approximate. In particular, the notion of
thecurrent process is unclear and there are some problems
detecting background processes, even though they usually
account for much of the load on the system. Also, the
CPU time is only an estimate; for example, if a user leaves
a background process running after logging out, the time
is credited to the person currently on that terminal.

last command

Display information about the users who logged in and out
of the system. The output of last can be very large, so the
following output has been filtered (through head) to display
top 10 lines only:
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$ last | head

root tty1 Mon Jul 9 10:06 still logged in

root tty1 Mon Jul 9 10:06 - 10:06 (00:00)

raghu pts/1:0.0 Mon Jul 9 10:05 - 10:06 (00:00)
raghu pts/0 :0.0 Mon Jul 9 09:34 still logged in
raghu tty7 :0 Mon Jul 9 09:19 still logged in

reboot system boot 2.6.38-13-generi Mon Jul 9 09:09 -
10:12(01:02)

raghu tty7 :0 Sun Jul 8 23:36 - 00:30 (00:54)

reboot system boot 2.6.38-13-generi Sun Jul 8 23:36 -
00:30 (00:54)

raghu tty7 :0 Sun Jul 8 21:07 - down (01:06)

reboot system boot 2.6.38-13-generi Sun Jul 8 21:07 -
22:14(01:07)

A similar command is lastb that shows last bad login
attempts. But this command must be run as root otherwise
would get an error of permission denied

$ lastb
raghu tty2 Mon Jul 910:16 - 10:16 (00:00)
UNKNOWN tty2 Mon Jul 9 10:15-10:15 (00:00)
ubuntu tty8 :1 Mon Jul 2 10:23 - 10:23 (00:00)
btmp begins Mon Jul 2 10:23:54 2012

du command

du command determines disk usage of a file. If the
argument given to it is a directory, then it will list disk
usage of all the files and directories recursively under that
directory:

$ du /etc/passwd
4 /etc/passwd
$ du hello/
52 hello/HelloApp
4 hello/orb.db/logs
20 hello/orb.db
108 hello/
df command
df reports file system usage. For example:
$ df
Filesystem 1K-blocks Used Available Use% Mounted on
/dev/sda7 10079084 7372872219421278% /
none 1522384 768 1521616 1% /dev
none 1529012 252 1528760 1% /dev/shm
none 1529012 108 1528904 1% /var/run
none 1529012 4 1529008 1% /var/lock
/dev/sda8 5039616 3758824 1024792 79% /home

/dev/sda2 209715196 196519248 13195948 94%/
media/Data

fdisk command

The fdisk is the tool for getting partition information, adding
and removing partitions.The fdisk tool requires super user
privileges. To list all the partitions of all the hard drives
available:

$ fdisk -l
Disk /dev/sda: 320.1 GB, 320072933376 bytes
255 heads, 63 sectors/track, 38913 cylinders
Units = cylinders of 16065 * 512 = 8225280 bytes
Sector size (logical/physical): 512 bytes / 512 bytes
I/O size (minimum/optimal): 512 bytes / 512 bytes
Disk identifier: 0x396f396f
Device Boot Start End Blocks Id System
/dev/sda1 12611 20971520 7 HPFS/NTFS
/dev/sda2 2611 28720 209715200 7 HPFS/NTFS
/dev/sda3 * 28720 38914 81882113 5 Extended
/dev/sda5 28720 33942 41943040 7 HPFS/NTFS
/dev/sdab 33942 34464 4194304 7 HPFS/NTFS
I/dev/sda7 34464 35739 10240000 83 Linux
/dev/sda8 35739 36376 5120000 83 Linux
/dev/sda9 36376 36886 4096000 82 Linux swap / Solaris
/dev/sda10 36887 38276 11164672 83 Linux
I/dev/sda11 38277 38914 5117952 83 Linux

fdisk is an interactive tool to edit the partition table. It
takes a device (hard disk) as an argument, whose partition
table needs to be edited.

$ fdisk /dev/sda

WARNING: DOS-compatible mode is deprecated. It's
strongly recommended to switch off the mode (command
'c') and change display units to sectors (command 'u’).

Command (m for help): m
Command action

a toggle a bootable flag

b edit bsd disk label

c toggle the dos compatibility flag

d

delete a partition

list known partition types

m print this menu
n add a new partition
0 create a new empty DOS partition table
p print the partition table
q

quit without saving changes
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S create a new empty Sun disklabel

t change a partition's system id

u change display/entry units

v verify the partition table

w write table to disk and exit

X extra functionality (experts only)

Pressing 'm' at the fdisk prompt prints out above help that
lists all the commands available for fdisk. A new
partition can be created with n and an existing partition
can be deleted with d command. When you are done editing
the partitions, press w to write the changes to the disk,
and finally, q to quit from fdisk (q dies not save changes).

netstat command

'netstat’ is the command used to check the network
statistics of the system. It will list the current network
connections, routing table information, interface
statistics, masquerade connections and a lot more
information.

$ netstat | head
Active Internet connections (w/o servers)
Proto Recv-Q Send-Q Local Address Foreign Address State
Active UNIX domain sockets (w/o servers)
Proto RefCnt Flags Type State I-Node Path
unix 13 [] DGRAM 8498 /dev/log
unix 2 [] DGRAM 6824 @/org/kernel/udev/udevd

unix 3 [ ] STREAM CONNECTED 56738 /var/run/dbus/
system_bus_socket

unix 3[] STREAM CONNECTED 56113
unix 3 [] STREAM CONNECTED 29138
unix 3 [] STREAM CONNECTED 29137
history command

This command shows the commands you have entered
on your terminal so far.

passwd command

Change your password with 'passwd' command.
shutdown -h now

Finally shut down your system using this command.
Understanding and using file permissions

In Linux and Unix, everything is a file. Directories are files,
files are files and devices are files. Devices are
usually referred to as a node; however, they are still files.

All of the files on a system have permissions that allow or
prevent others from viewing, modifying or executing. If the
file is of type Directory then it restricts different actions
than files and device nodes. The super user "root" has the
ability to access any file on the system. Each file has
access restrictions with permissions, user restrictions with
owner/group association. Permissions are referred to as
bits.

If the owner read & execute bit are on, then the permissions
are:

There are three types of access restrictions:

Permission Action Chmod option
read (view) ror4
write (edit) wor 2
execute (execute) x or 1

There are also three types of user restrictions:

User Is output
owner “TWX-——---
group ————TWX---
other - rwx

The restriction type scope is not inheritable:
the file owner will be unaffected by restrictions
set for his group or everybody else.

Folder/Directory Permissions

Directories have directory permissions. The directory
permissions restrict different actions than with files or device
nodes.

Permission Action chmod option
Read (view contents, ror4
i.e. Is command)
Write (create or remove wor 2
files from dir)
execute (cdinto directory) xor1

1. read restricts or allows viewing the directories contents,
i.e. Is command

2. write restricts or allows creating new files or deleting
files in the directory. (Caution: write access for a
directory allows deleting of files in the directory even if
the user does not have write permissions for the file!)

3. execute restricts or allows changing into the directory,
i.e. cd command

Folders (directories) must have 'execute’ permissions set
(x or 1), or folders (directories) will NOT FUNCTION as
folders (directories) and WILL DISAPPEAR from view in
the file browser (Nautilus).
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Permissions in Action
$ Is -l /etc/hosts
-rw-r--r-- 1 root root 288 2005-11-13 19:24 /etc/hosts

Using the example above we have the file "/etc/hosts"
which is owned by the user root and belongs to the root

group.
The permissions from the above /etc/hosts Is output
-rW-—f—
owner = Read & Write (rw-)
group = Read (r--)
other = Read (r--)
Changing permissions

The command to use when modifying permissions is
chmod. There are two ways to modify permissions, with
numbers or with letters. Using letters is easier to
understand for most people. When modifying permissions
be careful not to create security problems. Some files are
configured to have very restrictive permissions to prevent
unauthorized access. For example, the /etc/shadow file
(file that stores all local user passwords) does not have
permissions for regular users to read or otherwise access.

$ Is -l Jetc/shadow
-rW-r---—- 1 root shadow 869 2005-11-08 13:16 /etc/shadow
Permissions:
owner = Read & Write (rw-)
group = Read (r--)
other = None (---)
Ownership:
owner = root
group = shadow
chmod with Letters

Usage: chmod {options} filename

Options Definition

owner
group

other

all (same as ugo)
execute

write

TS X >0mC

read

+ add permission

remove permission

= set permission

Here are a few examples of chmod usage with letters (try
these out on your system).

First create some empty files:

$ touch file1 file2 file3 file4

$Sls-l

total O

-rw-r--r-- 1 user user 0 Nov 19 20:13 file1

-rw-r--r-- 1 user user 0 Nov 19 20:13 file2

-rw-r--r-- 1 user user 0 Nov 19 20:13 file3

-rw-r--r-- 1 user user 0 Nov 19 20:13 file4
Add owner execute bit:

$ chmod u+x file 1

$ Is -l file1

-rwxr--r-- 1 user user 0 Nov 19 20:13 file1
Add other write & execute bit:

$ chmod o+wx file2

$Is -l file2

-rw-r--rwx 1 user user 0 Nov 19 20:13 file2
Remove group read bit:

$ chmod g-r file3

$Is -l file3

-rw----r-- 1 user user 0 Nov 19 20:13 file3
Add read, write and execute to everyone:

$ chmod ugo+rwx file4

$Is -l filed

-rwxrwxrwx 1 user user 0 Nov 19 20:13 file4

$
chmod with Numbers

Usage: chmod {options} filename

Options Definition

owner
group
other
execute

write

BN L R F

read

Owner, Group and Other is represented by three numbers.
To get the value for the options determine the type of
access needed for the file then add.

For example if need a file that has -rw-rw-rwx permissions
will use the following:
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Owner Group Other
read & write | read & write read, write & execute
4+2=6 4+2=6 4+2+1=7

$ chmod 667 filename

Another example if you want a file that has --w-r-x--x
permissions you will use the following:

Owner Group Other
write read & execute execute
2 4+1 =5 1

$ chmod 251 filename

Here are a few examples of chmod usage with numbers
(try these out on your system).

First create some empty files:

$ touch file1 file2 file3 file4

$ls-l

total O

-rw-r--r-- 1 user user 0 Nov 19 20:13 file1

-rw-r--r-- 1 user user 0 Nov 19 20:13 file2

-rw-r--r-- 1 user user 0 Nov 19 20:13 file3

-rw-r--r-- 1 user user 0 Nov 19 20:13 file4
Add owner execute bit:

$ chmod 744 file1

$ Is -l file1

-rwxr--r-- 1 user user 0 Nov 19 20:13 file1
Add other write & execute bit:

$ chmod 647 file2

$Is -l file2

-rw-r--rwx 1 useruser 0 Nov 19 20:13 file2
Remove group read bit:

$ chmod 604 file3

$Is -l file3

-rw----r-- 1 user user 0 Nov 19 20:13 file3
Add read, write and execute to everyone:

$ chmod 777 file4

$Is -l filed

-rwxrwxrwx 1 user user 0 Nov 19 20:13 file4

$
chmod with sudo

Changing permissions on files that do not have ownership
of: (Note that changing permissions the wrong way on the
wrong files can quickly mess up the system a great deal!

Please be careful when using sudo!)
$ Is -l /usr/local/bin/somefile

-rw-r--r-- 1 root root 550 2005-11-13 19:45 /usr/local/bin/
somefile

$
$ sudo chmod o+x /usr/local/bin/somefile
$ Is -l /usr/local/bin/somefile

-rw-r--r-x 1 root root 550 2005-11-13 19:45 /usr/local/
bin/somefile

$
Recursive permission changes

To change the permissions of multiple files and directories
with one command. Please note the warning in the chmod
with sudo section and the Warning with Recursive chmod
section.

Recursive chmod with -R and sudo

To change all the permissions of each file and folder under
a specified directory at once, use sudo chmod with -R

$ sudo chmod 777 -R /path/to/someDirectory

$lis-l

total 3

-rwxrwxrwx 1 user user 0 Nov 19 20:13 file1
drwxrwxrwx 2 user user 4096 Nov 19 20:13 folder
-rwxrwxrwx 1 user user 0 Nov 19 20:13 file2
Recursive chmod using find, pipemill, and sudo

To assign reasonably secure permissions to files and
folders/directories, it's common to give files a permission
of 644, and directories a 755 permission, since chmod -R
assigns to both. Use sudo, the find command, and a
pipemill to chmod as in the following examples.

To change permission of only files under a specified
directory.

$ sudo find /path/to/someDirectory -type f -print0 | xargs
-0 sudo chmod 644

user@host:/home/user$ Is -I

total 3

-rw-r--r-- 1 user user 0 Nov 19 20:13 file1
drwxrwxrwx 2 user user 4096 Nov 19 20:13 folder
-rw-r--r-- 1 user user 0 Nov 19 20:13 file2

To change permission of only directories under a specified
directory (including that directory):

$ sudo find /path/to/someDirectory -type d -print0 | xargs
-0 sudo chmod 755

$ls -l
total 3

-rw-r--r-- 1 user user 0 Nov 19 20:13 file1
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drwxr-xr-x 2 user user 4096 Nov 19 20:13 folder
-rw-r--r-- 1 user user 0 Nov 19 20:13 file2
Warning with Recursive chmod

WARNING: Although it's been said, it's worth mentioning
in context of a gotcha typo. Please note, Recursively
deleting or chown-ing files are extremely dangerous. You
will not be the first, nor the last, person to add one too
many spaces into the command. This example will hose
your system:

$ sudo chmod -R / home/john/Desktop/tempfiles

Note the space between the first / and home.You have
been warned.

Changing the file owner and group

Afile's owner can be changed using the chown command.
For example, to change the foobar file's owner to tux:

$ sudo chown tux foobar

To change the foobar file's group to penguins, you could
use either chgrp or chown with special syntax:

$ sudo chgrp penguins foobar
$ sudo chown :penguins foobar

Finally, to change the foobar file's owner to tux and the
group to penguins with a single command, the syntax
would be:

$ sudo chown tux:penguins foobar

Note that, by default, you must use sudo to change a
file's owner or group.

Difference between chown and chgrp

1) Chown command is used to change ownership as well
as group name associated to different one, where as
chgrp can change only group associated to it.

2) Many people say that regular user only able to use
chgrp to change the group if the user belongs to them.
But it's not true a user can use chown and chgrp
irrespective to change group to one of their group
because chown is located in /bin folder so every can
use it with some limited access.

umask - Set default permissions

The umask command controls the default permissions
given to a file when it is created.

It uses octal notation to express a mask of bits to be
removed from a file's mode attributes.

[me@linuxbox ~]$ rm -f foo.txt
[me@linuxbox ~]$ umask

0002

[me@linuxbox ~]$ > foo.txt

[me@linuxbox ~]$ Is -I foo.txt

-rw-rw-r-- 1 me me 0 2008-03-06 14:53 foo.txt

We first removed any old copy of foo.txt to make sure we
were starting fresh. Next,

we ran the umask command without an argument to see
the current value. It responded with the value 0002 (the
value 0022 is another common default value), which is the
octal representation of our mask. We next create a new
instance of the file foo.txt and observe its permissions.

We can see that both the owner and group both get read
and write permission, while everyone else only gets read
permission. The reason that world does not have write
permission is because of the value of the mask.

$ rm foo.txt

$ umask 0000

$ > foo.txt

$ Is -l foo.txt

-rw-rw-rw- 1 me me 0 2008-03-06 14:58 foo.txt

When we set the mask to 0000 (effectively turning it off),
we see that the file is now

world writable. To understand how this works, we have to
look at octal numbers again.

If we take the mask and expand it into binary, then compare
it to the attributes.

Original file mode --- W~ FW- rw-
Mask 000 000000010
Result -=- W~ F'W- r--

Ignore for the moment the leading zeros (we'll get to those
in a minute) and observe that

where the 1 appears in our mask, an attribute was removed-
in this case, the the world

write permission. That's what the mask does. Everywhere
a 1 appears in the binary value

of the mask, an attribute is unset. If we look at a mask
value of 0022, we can see what it does:

Original file mode --- 'W- r'W- rw-
Mask 000 000 010010
Result -—- W~ I-- --

Again, where a 1 appears in the binary value, the
corresponding attribute is unset. Play with some values
(try some sevens) to get used to how this works. When
you're done, remember to clean up:

$ rm foo.txt; umask 0002
The Tar command

The tar (i.e., tape archive) command is used to convert a
group of files into an archive.

An archive is a single file that contains any number of
individual files plus information to allow them to be
restored to their original form by one or more extraction
programs. Archives are convenient for storing files as well
as for for transmitting data and distributing programs.
Moreover, they are very easy to work with, often much
more so than dealing with large numbers of individual files.
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Although tar was originally designed for backups on
magnetic tape, it can now be used to create archive files
anywhere on a file system. Archives that have been created
with tar are commonly referred to as tar balls.

Unlike some other archiving programs, and consistent with
the Unix philosophy that each individual program should
be designed to do only one thing but do it well, tar does
not perform compression. However, it is very easy to
compress archives created with tar by using specialized
compression utilities.

tar's basic syntax is
tar option(s) archive_name file_name(s)

tar has numerous options, many of which are not
frequently used. Unlike many commands, tar requires the
use of at least one option, and usually two or more are
necessary.

tar files are created by using both the -c and -f options.
The former instructs tar to create an archive and the latter
indicates that the next argument (i.e., piece of input data
in a command) will be the name of the new archive file.
Thus, for example, the following would create an archive
file called file.tar from the three files namedfile1, file2 and
file3 that are located in the current directory (i.e., the
directory in which the user is currently working):

tar -cf file.tar file1 file2 file3

It is not absolutely necessary that the new file have the
.tar extension; however, the use of this extension can be
is very convenient because it allows the type of file to be
visually identified. It is necessary, however, that the -f option
be the final option in a sequence of contiguous, single-
letter options; otherwise, the system will become confused
as to the desired name for the new file and will use the
next option in the sequence as the name.

The -v (i.e., verbose) option is commonly used together
with the -c and -f options in order to display a list of the
files that are included in the archive. In such case, the
above example would become

tar -cvf file.tar file1 file2 file3

tar can also be used to make archives from the contents
of one or more directories. The result is recursive; that is,
it includes all objects (e.g., directories and files) within
each level of directories. For example, the contents of two
directories named dir1 and dir2 could be archived into a
file named dir.tar with the following:

tar -cvf dir.tar dir1 dir2

It is often convenient to use tar with a wildcard (i.e., a
character which can represent some specific class of
characters or sequence of characters). The following
example uses the star wildcard (i.e., an asterisk), which
represents any character or sequence of characters, to
create an archive of every object in the current directory:

tar -cf *

By default, tar creates an archive of copies of the original
files and/or directories, and the originals are retained.

However, they can be removed when using tar by adding
the --remove-files option.

As it has no compression and decompression capabilities
of its own, tar is commonly used in combination with an
external compression utility. A very handy feature of the
GNU version (which is standard on Linux) is the availability
of options that will cause standard compression programs
to compress a new archive file as soon as it has been
created. They are -j (for bzip2), -z (for gzip) and -Z (for
compress). Thus, for example, the following would create
an archive named files.tar.bz2 of the files file4, file5 and
file6 that is compressed using bzip2:

tar -cvjf files.tar.bz2 file4 file5 file6

tar can also be used for unpacking tar files. However, before
doing this, there are several steps that should be taken.
One is to confirm that sufficient space is available on the
hard disk drive (HDD). Another is to move to an empty
directory (which usually involves creating one with an
appropriate name) to prevent the reconstituted files from
cluttering up the current directory and overwriting any files
or directories with same names that are in it. In addition, if
the archive has been compressed, it must first be
decompressed using the appropriate decompression
program (which can usually be determined by the filename
extension).

In order to unpack a tar file, the -x (for extract) and -f
options are required. It is also common to add the -v option
to provide a running listing of the files being unpacked.
Thus, for example, to unpack the archive file.tar created in
a previous example the following would be used:

tar -xvf file.tar

Just as options are available to allow three compression
programs to automatically compress newly created tar
files, the same options can be used to have the
compression programs automatically decompress tar files
prior to extraction. Thus, for instance, the following would
decompress and extract the contents of the compressed
archive files.tar.bz2 that was created in an above example:

tar -xjvf files.tar.bz2

Files can be added to an existing archive using the -r
option. As is always the case with tar, it is also necessary
to use the -f option to indicate that the followingstring (i.e.,
sequence of characters) is the name of the archive. For
example, the following would append a file named file7 to
file.tar:

tar -rf file.tar file7

The --delete option allows specified files to be completely
removed from a tar file (except when the tar file is on
magnetic tape). However, this is different from an
extraction, as copies of the removed files are not made
and placed in the current directory. Thus, for example, the
files file1 and file2 can be removed from file.tar with the
following:

tar -f file.tar --delete file1 file2
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The -t option tells tar to list the contents of an
uncompressed archive without performing an extraction.
Thus, the following would list the contents of file.tar:

tar -tf file.tar
Input, output and error redirection in linux

Input/output redirection means the text that is showing on
the screen while you are running any command(program)in
the shell, that information can be redirect elsewhere and
even it can store this output in a file or can be print directly.

This function called Redirection, and can also redirect the
input of program.

In Linux systems everything consider as a file.

A file descriptor is number that is associated with every
file

When run a program in shell (i.e when execute a command
) on the back end Linux access 3 special files.

Standard input - O file descriptor( example = mouse,)
Standard output - 1 file descriptor( example = Screen)
Standard error output - 2 file descriptor(example=Screen)

So it can redirect these files to other files. If user redirect
standard output (Descriptor = 1) to the printer, instead of
showing these outputs on the screen and the computer
start getting print on paper.

Output Redirection

Output Redirection is most commonly used, when execute
a command it's normally appears on the terminal . If extract
any tar file you will notice all the output scrolls down rapidly.
And can redirect this output in a file for inspecting the
output or can send anybody via email. This is called Output
Redirection. Using this operator '>' in shell can redirect
the output in afile.

Example :
$ Is > output.txt
$ cat output.txt
bin
boot
dev
etc
home
lib
lib64
lost+found
media
mnt
opt
output.txt

proc

root
sbin
selinux
sV

Sys
tmp
usr

var

$

If output.txt file is already exit then '>' operator
will overwrite the file for append more output
into output.txt use ">>' instead of '>'.

Input Redirection

You can redirect your input by using '<' operator. Cannot
run input redirection on all programs or commands. And
can use only with that programs or commands that accept
Input from keyboard.

Example : user going to send an email and already have
Template of that email. and can put template in the email
body using input redirect.

$ mail ali < mail_template.txt

above command launch email program with
mail_template.txt contents.

Now due to advancement in GUI, and also lots of good
email clients, method is rarely used.

Error Redirection

Error Redirection is very helpful when in trouble. In this
case user trying to open a file that is not readable for my
user will get permission denied errors. it will redirect these
error into error.txt file.

Example :
$ cat ali.txt 2> /nome/H.Ali/error.txt
$ cat /home/H.Ali/error.txt
cat: ali.txt: Permission denied

In the above command 2 is descriptor of error redirection
file by typing '2>' you are saying redirect any kind of error
to the file error.txt

Pipes ' | ' in Linux
Linux pipes allow us connect output stream of ‘command

a' to input stream of 'command b'. here in my case i will
pipe cat commands output into less as input.

Example : cat /var/log/messages | less

we can also use pipe for searching strings specially from
large text files.

cat /var/log/messages | grep kernal | less

grep is a line searcher it will search lines for specific piece
of text.
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above command will shearch a keywork 'kernel' with grep
and then pipe it again to less.

Pipes in linux

A pipe is a form of redirection that is used in Linux and
other Unix-like operating systems to send the output of
one program to another program for further processing.

Redirection is the transferring of standard output to some
other destination, such as another program, a file or a
printer, instead of the display monitor (which is its default
destination). Standard output, sometimes abbreviated
stdout, is the destination of the output from command line
(i.e., all-text mode) programs in Unix-like operating
systems.

Pipes are used to create what can be visualized as a
pipeline of commands, which is a temporary direct
connection between two or more simple programs. This
connection makes possible the performance of some highly
specialized task that none of the constituent programs
could perform by themselves. A command is merely an
instruction provided by a user telling a computer to do
something, such as launch a program. The command line
programs that do the further processing are referred to as
filters.

This direct connection between programs allows them to
operate simultaneously and permits data to be transferred
between them continuously rather than having to pass it
through temporary text files or through the display screen
and having to wait for one program to be completed before
the next program begins.

Examples

A pipe is designated in commands by the vertical bar
character, which is located on the same key as the
backslash on U.S. keyboards. The general syntax for
pipes is:

command_1 | command_2 [| command_3...]

This chain can continue for any number of commands or
programs.

A very simple example of the benefits of piping is provided
by the dmesg command, which repeats the startup
messages that scroll through the console(i.e., the all-text,
full-screen display) while Linux is booting (i.e., starting
up). dmesg by itself produces far too many lines of output
to fit into a single screen; thus, its output scrolls down the
screen at high speed and only the final screenful of
messages is easily readable. However, by piping the output
of dmesg to the filter less, the startup messages can
conveniently be viewed one screenful ata time, i.e.,

dmesg | less

less allows the output of dmesg to be moved forward one
screenful at a time by pressing the SPACE bar and back
one screenful at a time by pressing the b key. The command
can be terminated by pressing the q key. (The more
command could have been used here instead of less;
however, less is newer than more and has additional
functions, including the ability to return to previous pages
of the output.)

The same result could be achieved by first redirecting the
output of dmesg to a temporary file and then displaying
the contents of that file on the monitor. For example, the
following set of two commands uses the output redirection
operator (designated by a rightward facing angle bracket)
to first send the output of dmesg to a text file called tempfile 1
(which will be created by the output redirection operator if
it does not already exist), and then it uses another output
redirection operator to transfer the output of tempfile1 to
the display screen:

dmesg > tempfile1
tempfile1 > less

However, redirection to a file as an intermediate step is
clearly less efficient, both because two separate
commands are required and because the second
command must await the completion of the first command
before it can begin.

The use of two pipes to chain three commands together
could make the above example even more convenient for
some situations. For example, the output of dmesg could
first be piped to the sort filter to arrange it into alphabetic
order before piping it to less:

dmesg | sort -f| less

The -f option tells sort to disregard case (i.e., whether
letters are lower case or upper case) while sorting.

Likewise, the output of the Is command (which is used to
list the contents of a directory) is commonly piped to the
the less (or more) command to make the output easier to
read, i.e.,

Is -al | less
or
Is -al | more

Is reports the contents of the current directory (i.e., the
directory in which the user is currently working) in the
absence of any arguments (i.e., input data in the form of
the names of files or directories). The -l option tells Is to
provide detailed information about each item, and the -
aoption tells Is to include all files, including hidden files
(i.e., files that are normally not visible to users). Because
Is returns its output in alphabetic order by default, it is not
necessary to pipe its output to the sort command (unless
it is desired to perform a different type of sorting, such as
reverse sorting, in which case sort's -r option would be
used).

This could just as easily be done for any other directory.
For example, the following would list the contents of the /
bin directory (which contains user commands) in a
convenient paged format:

Is -al /bin | less

The following example employs a pipe to combine the Is
and the wc (i.e., word count) commands in order to show
how many filesystem objects (i.e., files, directories and
links) are in the current directory:

Is | we -l
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Is lists each object, one per line, and this list is then piped
to wc, which, when used with its -l option, counts the
number of lines and writes the result to standard output
(which, as usual, is by default the display screen).

The output from a pipeline of commands can be just as
easily redirected to a file (where it is written to that file) or
a printer (where it is printed on paper). In the case of the
above example, the output could be redirected to a file
named, for instance, count.txt:

Is | we -l > count.txt

The output redirection operator will create count.txt if it
does not exist or overwrite it if it already exists. (The file
does not, of course, require the .txt extension, and it could
have just as easily been named count, lines or anything
else.)

The following is a slightly more complex example of
combining a pipe with redirection to a file:

echo -e "orange \npeach \ncherry" | sort > fruit

The echo command tells the computer to send the text
that follows it to standard output, and its -e option tells the
computer to interpret each \nas the newline symbol (which
is used to start a new line in the output). The pipe redirects
the output from echo -e to the sort command, which
arranges it alphabetically, after which it is redirected by
the output redirection operator to the file fruit.

As afinal example, and to further illustrate the great power
and flexibility that pipes can provide, the following uses
three pipes to search the contents of all of the files in
current directory and display the total number of lines in
them that contain the string Linux but not the stringUNIX:

cat * | grep "Linux" | grep -v "UNIX" | wc -l

In the first of the four segments of this pipeline, the cat
command, which is used to read and concatenate (i.e.,
string together) the contents of files, concatenates the
contents of all of the files in the current directory. The
asterisk is a wildcard that represents all items in a specified
directory, and in this case it serves as an argument to cat
to represent all objects in the current directory.

The first pipe sends the output of cat to the grep
command, which is used to search text. The Linux
argument tells grep to return only those lines that contain
the string Linux. The second pipe sends these lines to
another instance of grep, which, in turn, with its -v option,
eliminates those lines that contain the string UNIX.
Finally, the third pipe sends this output to wc -l, which
counts the number of lines and writes the result to the
display screen.

Find hardware devices in Ubuntu Linux with Ishw

There are a variety of ways to find out what kind of
hardware running in linux, but one of the easiest ways
that gives a large amounts of valuable data is to use Ishw
(Hardware Lister). And Ishw is installed by default.
Testing of Ishw command as shown below...

$ sudo Ishw

Installing
Ishw is available on most package management systems.

If use APT (Debian-based distros: Ubuntu, Linux Mint, and
others), run the following command in terminal:

$ sudo apt-get install Ishw

If use Yum (Red Hat, Fedora, CentOS, Yellow Dog Linux,
etc), run the following command in terminal:

$ sudo yum install Ishw

If these instructions don't match your package manager,
look for specific instructions on the Ishw site to get it
installed on your system.

Using Ishw

If you just run Ishw by itself on the command line, your
screen will be flooded with large amounts of text.
Fortunately, it is very easy to get Ishw to give you output
that meets your needs.

Shorter output

If you just quickly want to quickly find the chipset version
of a piece of hardware is, you can run the following to
provide a very short output that should give you what you
need:

$ sudo Ishw -short

For example, here is a sample when | run this on my Dell
Studio 17 laptop (Note: I've removed a large portion of the
output to make this fit):

$ sudo Ishw -short

Device class Description

system Studio 1735

bus O0H275K

memory 64KiB BIOS

processor Intel(R) Core(TM)2 Duo CPU
T8100 @ 2.10GHz

memory 32KiB L1 cache

memory 3MiB L2 cache

memory 4GiB System Memory

memory 2GiB DIMM DDR Synchronous
667 MHz (1.5 ns)

memory 2GiB DIMM DDR Synchronous
667 MHz (1.5 ns)

display Mobility Radeon HD 3650

multimedia RV635 Audio device [Radeon HD
3600 Series]

multimedia 82801H (ICH8 Family) HD

Audio Controller

BCM4322 802.11a/b/g/n
Wireless LAN Controller

eth1 network

eth0 network NetLink BCM5784M Gigabit
Ethernet PCle
/dev/sdadisk 250GB WDC WD2500BEVS-7
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This of course leaves out a lot of detail. Maybe we just
need to store the data somewhere so it's easier to work
with.

Storing output to a file

If you'd like to put all the Ishw output into a file, you can do
so easily from the terminal with output redirection.

$ sudo Ishw > hardware.txt

This will run the Ishw command and put all the output into
a file in the current directory called hardware.txt. Note
that this will replace any file in the current directory called
hardware.txt. Make sure that you either backup the file,
give the output file a unique name, or are prepared to lose
that original file's information.

Now you can open the hardware.txt file with your favorite
editor and look through the informations.

Creating HTML or XML Output

Ishw has the ability to format its output in either HTML or
XML. This can be very helpful if you want to post your
hardware specs somewhere online to be viewed or to send
the data to a storage system.

To create HTML output, simply give Ishw the -html
option:

$ sudo Ishw -html > hardware.html

This will format the output into a HTML document and
save the output in a file called hardware.html.

Creating XML is done with the -xml option:
$ sudo Ishw -xml > hardware.xml

Like before, this will output the document in XML format
and save it to hardware.xml.
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Date command examples to display and set
system date time

Date command is helpful to display date in several formats.
It also allows you to set systems date and time.

Here few examples on how to use date command with
practical examples.

When execute date command without any option, it will
display the current date and time as shown below.

$ date
Mon May 20 22:02:24 PDT 2013

1. Display Date from a String Value using -date
Option

If you have a static date or time value in a string, you can
use -d or -date option to convert the input string into date
format as shown below.

Please note that this doesn't use the current date and
time value. Instead is uses the date and time value that
you pass as string.

The following examples takes an input date only string,
and displays the output in date format. If you don't specify
time, it uses 00:00:00 for time.

$ date --date="12/2/2014"
Tue Dec 2 00:00:00 PST 2014

$ date --date="2 Feb 2014"
Sun Feb 2 00:00:00 PST 2014

$ date --date="Feb 2 2014"
Sun Feb 2 00:00:00 PST 2014

The following example takes an input date and time string,
and displays the output in date format.

$ date --date="Feb 22014 13:12:10"
Sun Feb 213:12:10 PST 2014
2. Read Date Patterns from a file using -file option

This is similar to the -d or -date option that we discussed
above. But, you can do it for multiple date strings. If you
have a file that contains various static date strings, you
can use -f or -file option as shown below.

In this example, we can see that datefile contained 2 date
strings. Each line of datefile is parsed by date command
and date is outputted for each line.

$ cat datefile
Sept 9 1986
Aug 23 1987

$ date --file=datefile
Tue Sep 900:00:00 PDT 1986
Sun Aug 23 00:00:00 PDT 1987

3. Get Relative Date Using -date option

You can also use date command to get a future date using
relative values.

For example, the following examples gets date of next
Monday.

$ date --date="next mon"
Mon May 27 00:00:00 PDT 2013

If string=@is given to date command, then date command
convert seconds since the epoch (1970-01-01 UTC) to a
date.

It displays date in which 5 seconds are elapsed since
epoch 1970-01-01 UTC:

$ date --date=@5
Wed Dec 31 16:00:05 PST 1969

It displays date in which 10 seconds are elapsed since
epoch 1970-01-01 UTC:

$ date --date=@10
Wed Dec 31 16:00:10 PST 1969

It displays date in which 1 minute (i.e. 60 seconds) is
elapsed since epoch 1970-01-01 UTC:

$ date --date=@60
Wed Dec 31 16:01:00 PST 1969
4. Display past date

You can display a past date using the -date command.
Few possibilities are shown below.

$ date --date='3 seconds ago’
Mon May 20 21:59:20 PDT 2013

$ date --date="1 day ago"
Sun May 19 21:59:36 PDT 2013

$ date --date="yesterday"
Sun May 19 22:00:26 PDT 2013

$ date --date="1 month ago"
SatApr 20 21:59:58 PDT 2013

$ date --date="1 year ago"
Sun May 20 22:00:09 PDT 2012
5. Set Date and Time using -set option

You can set date and time of your system using -s or -set
option as shown below..

In this example, initially it displayed the time as 20:09:31.
We then used date command to change it to 21:00:00.

$ date
Sun May 20 20:09:31 PDT 2013
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$ date -s "Sun May 20 21:00:00 PDT 2013"
Sun May 20 21:00:00 PDT 2013

$ date
Sun May 20 21:00:05 PDT 2013
6. Display Universal Time using -u option

You can display date in UTC format using -u, or -utc, or -
universal option as shown below.

$ date
Mon May 20 22:07:53 PDT 2013

$ date -u

Tue May 21 05:07:55 UTC 2013
7. Display Last Modification Time using -r option
In this example, the current time is 20:25:48

$ date

Sun May 20 20:25:48 PDT 2013

The timestamp of datefile is changed using touch com-
mand. This was done few seconds after the above date
command's output.

$ touch datefile

The current time after the above touch command is
20:26:12

$ date
Sun May 20 20:26:12 PDT 2013

Finally, use the date command -r option to display the
last modified timestamp of a file as shown below. In this
example, it displays last modified time of datefile as
20:25:57. Itis somewhere between 20:25:48 and 20:26:12
(which is when we execute the above touch command to
modify the timestamp).

$ date -r datefile
Sun May 20 20:25:57 PDT 2013
8. Various Date command formats

You can use formatting option to display date command
in various formats using the following syntax:

$ date +%<format-option>
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Command

Description

apropos whatis

Show commands pertinent to string. See
also threadsafe

man -t ascii | ps2pdf - > ascii.pdf

make a pdf of a manual page

which command

Show full path nhame of command

time command

See how long a command takes

time cat

Start stopwatch. Ctrl-d to stop. See also
sw

dir navigation

cd -

Go to previous directory

cd

Go to $HOME directory

(cd dir && command)

Go to dir, execute command and return to
current dir

pushd .

Put current dir on stack so you can popd
back to it

file searching

alias I="ls -l --color=auto'

quick dir listing. See also |

Is -Irt

List files by date. See also newest and
find_mm_yyyy

Is /usr/bin | pr -T9 -W$COLUMNS

Print in 9 columns to width of terminal

find -name "*.[ch]' | xargs grep -E 'expr'

Search 'expr' in this dir and below. See
also findrepo

find -type f -print0 | xargs -r0O grep -F 'example’

Search all regular files for 'example' in
this dir and below

find -maxdepth 1 -type f | xargs grep -F
'example’

Search all regular files for 'example’ in
this dir

find -maxdepth 1 -type d | while read dir; do
echo $dir; echo cmd2; done

Process each item with multiple
commands (in while loop)

find -type f ! -perm -444

Find files not readable by all (useful for
web site)

find -type d ! -perm -111

Find dirs not accessible by all (useful for
web site)

locate -r 'file[/]*\.txt'

Search cached index for names. This re is
like glob *file*.txt

look reference

Quickly search (sorted) dictionary for
prefix

grep --color reference /usr/share/dict/words

Highlight occurances of regular
expression in dictionary

archives and compression

gpg -c file

Encrypt file

gpg file.gpg

Decrypt file

tar -c dir/ | bzip2 > dir.tar.bz2

Make compressed archive of dir/

bzip2 -dc dir.tar.bz2 | tar -x

Extract archive (use gzip instead of bzip2
for tar.gz files)

tar -c dir/ | gzip | gpg -c | ssh user@remote 'dd
of=dir.tar.gz.gpg’

Make encrypted archive of dir/ on remote
machine
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find dir/ -name "*.txt' | xargs cp -a --target-
directory=dir_txt/ --parents

Make copy of subset of dir/ and below

( tar -c /dir/to/copy ) | ( cd /where/to/ && tar -x
-p)

Copy (with permissions) copy/ dir to
/where/to/ dir

( cd /dir/to/copy && tar -c . ) | ( cd /where/to/
&& tar -x -p )

Copy (with permissions) contents of
copy/ dir to /where/to/

( tar -c /dir/to/copy ) | ssh -C user@remote 'cd
/where/to/ && tar -x -p'

Copy (with permissions) copy/ dir to
remote:/where/to/ dir

dd bs=1M if=/dev/sda | gzip | ssh user@remote
'dd of=sda.gz'

Backup harddisk to remote machine

rsync (Network efficient file copier: Use the --dry-run option for testing)

rsync -P rsync://rsync.server.com/path/to/file
file

Only get diffs. Do multiple times for
troublesome downloads

rsync --bwlimit=1000 fromfile tofile

Locally copy with rate limit. It's like nice
for I/0

rsync -az -e ssh --delete ~/public_html/
remote.com:'~/public_html’

Mirror web site (using compression and
encryption)

rsync -auz -e ssh remote:/dir/ . && rsync -auz -
e ssh . remote:/dir/

Synchronize current directory with
remote one

ssh (Secure SHell)

ssh $USER@$HOST command

Run command on $HOST as $USER
(default command=shell)

e | ssh -f -Y $USER@$HOSTNAME xeyes

Run GUI command on $HOSTNAME as
$USER

scp -p -r $USER@$HOST: file dir/

Copy with permissions to $USER's home
directory on $HOST

scp -c arcfour $USER@$LANHOST: bigdfile

Use faster crypto for local LAN. This
might saturate GigE

ssh -g -L 8080:localhost:80 root@$HOST

Forward connections to
$HOSTNAME:8080 out to $HOST:80

ssh -R 1434:imap:143 root@$HOST

Forward connections from $HOST: 1434 in
to imap:143

ssh-copy-id $USER@$HOST

Install public key for $USER@$HOST for
password-less log in

networking (Note ifconfig, route, mii-tool, nslookup commands are obsolete)

ethtool ethO

Show status of ethernet interface eth0

ethtool --change eth0 autoneg off speed 100
duplex full

Manually set ethernet interface speed

iw dev wlanO link

Show link status of wireless interface
wlan0

iw dev wlan0 set bitrates legacy-2.4 1

Manually set wireless interface speed

¢ [iw dev wlanO scan

List wireless networks in range

e |ip link show

List network interfaces

ip link set dev eth0 name wan

Rename interface ethO to wan

ip link set dev ethO up

Bring interface ethO up (or down)

e | ip addr show

List addresses for interfaces
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ip addr add 1.2.3.4/24 brd + dev ethO

Add (or del) ip and mask
(255.255.255.0)

e | ip route show

List routing table

ip route add default via 1.2.3.254

Set default gateway to 1.2.3.254

e | ss -tupl

List internet services on a system

e | ss -tup

List active connections to/from system

¢ | host pixelbeat.org

Lookup DNS ip address for name or vice
versa

e |hostname -i

Lookup local ip address (equivalent to
host “hostname™)

¢ | whois pixelbeat.org

Lookup whois info for hostname or ip
address

specific networking support)

windows networking (Note samba is the package that provides all this windows

e [smbtree

Find windows machines. See also findsmb

nmblookup -A 1.2.3.4

Find the windows (netbios) name
associated with ip address

smbclient -L windows_box

List shares on windows machine or
samba server

mount -t smbfs -0 fmask=666,guest
//windows_box/share /mnt/share

Mount a windows share

echo 'message' | smbclient -M windows_box

Send popup to windows machine (off by
default in XP sp2)

with the -i option)

text manipulation (Note sed uses stdin and stdout. Newer versions support inplace editing

sed 's/stringl/string2/g’

Replace stringl with string2

sed 's/\(.*\)1/\12/g'

Modify anystringl to anystring2

sed '/~ *#/d; /™ *$/d'

Remove comments and blank lines

sed ":a; /\\$/N; s/\\\n//; ta'

Concatenate lines with trailing \

sed 's/[ \t]*$//'

Remove trailing spaces from lines

sed 's/\([" "$\1\)/\\\1/g'

Escape shell metacharacters active within
double quotes

*|seq 10 | sed "s/~/ /7 s/ M\N(\{7\FV)/A\L/"

Right align numbers

e seq 10 | sed p | paste - -

Duplicate a column

sed -n '1000{p;q}'

Print 1000th line

sed -n '10,20p;20q'

Print lines 10 to 20

sed -n 's/. *<title>\(.*\)<\/title>.*/\1/ip; T;q"

Extract title from HTML web page

sed -i 42d ~/.ssh/known_hosts

Delete a particular line

sort -t. -k1,1n -k2,2n -k3,3n -k4,4n

Sort IPV4 ip addresses

e lecho "Test' | tr '[:lower:]' '[:upper:]'

Case conversion

o | tr -dc '[:print:]' < /dev/urandom

Filter non printable characters

o | tr -s '[:blank:]" '\t' </proc/diskstats | cut -f4

cut fields separated by blanks

e history | wc -I

Count lines

e seq 10 | paste-s-d '’

Concatenate and separate line items to a
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set operations (Note you can export LANG=C for speed. Also these assume no
duplicate lines within a file)

sort filel file2 | uniq

Union of unsorted files

sort filel file2 | uniq -d

Intersection of unsorted files

sort filel filel file2 | uniqg -u

Difference of unsorted files

sort filel file2 | uniq -u

Symmetric Difference of unsorted files

join -t'\0' -al -a2 filel file2

Union of sorted files

join -t'\0' filel file2

Intersection of sorted files

join -t"\0' -v2 filel file2

Difference of sorted files

join -t"\0' -v1 -v2 filel file2

Symmetric Difference of sorted files

math

echo '(1 + sqrt(5))/2' | bc -1

Quick math (Calculate ¢). See also bc

seq -f '4/%g"' 1 2 99999 | paste -sd-+ | bc -l

Calculate n the unix way

echo 'pad=20; min=64;
(100*1076)/((pad+min)*8)' | bc

More complex (int) e.g. This shows max
FastE packet rate

echo 'pad=20; min=64; print
(100E6)/((pad+min)*8)' | python

Python handles scientific notation

echo 'pad=20; plot [64:1518]
(100*10**6)/((pad+x)*8)' | gnuplot -persist

Plot FastE packet rate vs packet size

echo 'obase=16; ibase=10; 64206' | bc

Base conversion (decimal to
hexadecimal)

echo $((0x2dec))

Base conversion (hex to dec) ((shell
arithmetic expansion))

units -t '100m/9.58s' 'miles/hour’

Unit conversion (metric to imperial)

units -t '500GB' 'GiB'

Unit conversion (SI to IEC prefixes)

units -t '1 googol’

Definition lookup

seq 100 | paste -s -d+ | bc

Add a column of numbers. See also add
and funcpy

calendar

e |cal -3 Display a calendar

e cal 9 1752 S;F?Iay a calendar for a particular month
e | date -d fri What date is it this friday. See also day

[ $(date -d '12:00 today +1 day' +%d) = '01' ]
|| exit

exit a script unless it's the last day of the
month

date --date='25 Dec' +%A

What day does xmas fall on, this year

date --date='@2147483647'

Convert seconds since the epoch (1970-
01-01 UTC) to date

TZ="'America/Los_Angeles' date

What time is it on west coast of US (use
tzselect to find TZ)

date --date='TZ="America/Los_Angeles" 09:00
next Fri'

What's the local time for 9AM next Friday
on west coast US

locales

printf "%'d\n" 1234

Print number with thousands grouping
appropriate to locale
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BLOCK_SIZE=\'1 Is -I

Use locale thousands grouping in Is. See
also |

echo "I live in "locale territory’

Extract info from locale database

LANG=en_IE.utf8 locale int_prefix

Lookup locale info for specific country.
See also ccodes

locale -kc $(locale | sed -n

's/\(LC_.\{4\}\)=-*/\1/p") | less

List fields available in locale database

recode (Obsoletes iconv, dos2unix, unix2dos)

recode -1 | less

Show available conversions (aliases on
each line)

recode windows-1252.. file_to_change.txt

Windows "ansi" to local charset (auto
does CRLF conversion)

recode utf-8/CRLF.. file_to_change.txt

Windows utf8 to local charset

recode iso-8859-15..utf8 file_to_change.txt

Latin9 (western europe) to utf8

recode ../b64 < file.txt > file.b64

Base64 encode

recode /gp.. < file.qp > file.txt

Quoted printable decode

recode ..HTML < file.txt > file.html

Text to HTML

recode -If windows-1252 | grep euro

Lookup table of characters

echo -n 0x80 | recode latin-9/x1..dump

Show what a code represents in latin-9
charmap

echo -n 0x20AC | recode ucs-2/x2..latin-9/x

Show latin-9 encoding

echo -n 0x20AC | recode ucs-2/x2..utf-8/x

Show utf-8 encoding

CDs

gzip < /dev/cdrom > cdrom.iso.gz

Save copy of data cdrom

mkisofs -V LABEL -r dir | gzip > cdrom.iso.gz

Create cdrom image from contents of dir

mount -o loop cdrom.iso /mnt/dir

Mount the cdrom image at /mnt/dir (read
only)

wodim dev=/dev/cdrom blank=fast

Clear a CDRW

gzip -dc cdrom.iso.gz | wodim -tao
dev=/dev/cdrom -v -data -

Burn cdrom image (use --prcap to
confirm dev)

cdparanoia -B

Rip audio tracks from CD to wav files in
current dir

wodim -v dev=/dev/cdrom -audio -pad *.wav

Make audio CD from all wavs in current
dir (see also cdrdao)

oggenc --tracknum=$track track.cdda.wav -o
track.ogg

Make ogg file from wav file

disk space

Is -ISr

Show files by size, biggest last

du -s * | sort -k1,1rn | head

Show top disk users in current dir. See
also dutop

du -hs /home/* | sort -k1,1h

Sort paths by easy to interpret disk usage

o | df -h Show free space on mounted filesystems
o | df -i Show free inodes on mounted filesystems
o fdisk -I Show disks partitions sizes and types

(run as root)
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rpm -q -a --qf '%10{SIZE}\t%{NAME}\n' | sort
-k1,1n

List all packages by installed size (Bytes)
on rpm distros

dpkg-query -W -f="'${Installed-
Size;10}\t${Package}\n' | sort -k1,1n

List all packages by installed size
(KBytes) on deb distros

e |dd bs=1 seek=2TB if=/dev/null of=ext3.test

Create a large test file (taking no space).
See also truncate

e | > file

truncate data of file or create an empty
file

monitoring/debugging

e | tail -f /var/log/messages

Monitor messages in a log file

e [strace -c Is >/dev/null

Summarise/profile system calls made by
command

¢ |strace -f -e open Is >/dev/null

List system calls made by command

strace -f -e trace=write -e write=1,2 Is
>/dev/null

Monitor what's written to stdout and
stderr

e |ltrace -f -e getenv Is >/dev/null

List library calls made by command

o |Isof -p $$

List paths that process id has open

o ||sof ~

List processes that have specified path
open

e | tcpdump not port 22

Show network traffic except ssh. See also
tcpdump_not_me

® | ps -e -0 pid,args --forest

List processes in a hierarchy

ps -e -0 pcpu,cpu,nice,state,cputime,args --sort
pcpu | sed '/~ 0.0 /d'

List processes by % cpu usage

ps -e -orss=,args= | sort -b -k1,1n | pr -
TW$COLUMNS

List processes by mem (KB) usage. See
also ps_mem.py

¢ | ps -C firefox-bin -L -o pid,tid,pcpu,state

List all threads for a particular process

e ps-p1,$$ -0 etime=

List elapsed wall time for particular
process IDs

e |watch -n.1 pstree -Uacp $$

Display a changing process subtree

¢ |last reboot

Show system reboot history

o |free -m

Show amount of (remaining) RAM (-m
displays in MB)

e | watch -n.1 'cat /proc/interrupts'

Watch changeable data continuously

e ludevadm monitor

Monitor udev events to help configure
rules

system information

® [Uname -a

Show kernel version and system
architecture

e |head -n1 /etc/issue

Show name and version of distribution

e | cat /proc/partitions

Show all partitions registered on the
system

e | grep MemTotal /proc/meminfo

Show RAM total seen by the system

e | grep "model name" /proc/cpuinfo

Show CPU(s) info

e |Ispci -tv

Show PCI info

IT & ITES : COPA - (NSQF Level - 4): Related Theory for Exercise 1.5.27 - 1.5.28

111



Isusb -tv

Show USB info

mount | column -t

List mounted filesystems on the system
(and align output)

grep -F capacity: /proc/acpi/battery/BAT0/info

Show state of cells in laptop battery

#| dmidecode -q | less Display SMBIOS/DMI information
#| smartctl -A /dev/sda | grep Power_On_Hours How long ha; this disk (system) been
powered on in total
#|/hdparm -i /dev/sda Show info about disk sda
#|hdparm -tT /dev/sda Do a read speed test on disk sda
#| badblocks -s /dev/sda Test for unreadable blocks on disk sda
interactive
e readline Line editor used by bash, python, bc,
gnuplot, ...
Virtual terminals with detach capability,
e |screen
Powerful file manager that can browse
e mc
rpm, tar, ftp, ssh, ...
¢ | gnuplot Interactive/scriptable graphing
e | links Web browser
e | xdg-open open a file or url with the registered
g-open . desktop application
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